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H
igh performance computing is a strategic element 
in an ambitious research policy.   
today, it plays a key role in many scientific fields 
where it is used to model and simulate complex 

phenomena, often inaccessible on a human scale.  
It is a complement to theoretical and experimental 
approaches.
supercomputers have emerged and are paving the way to 
change: today, major powers are competing with each other 
to develop the most powerful machines. academic research 
uses these machines for numerous projects, as do major 
research infrastructures for telescopes or particle 
accelerators. many applications exist in environmental 
sciences to simulate the climate, in life sciences, or even in 
astrophysics. 
high performance computing is also strategic for our 
industries, to support their capacity for innovations. It is key 
for our competitiveness.  Indeed, simulation is part of design 
and production cycles in many industrial sectors, such  
as land transport, the aerospace industry or even energy 
industries.
Finally, challenges relate to the politics of sovereignty and 
the individual and collective security of states. the energy 
policy, the natural risk prevention policy, and the defence 
policy rely on simulation and high performance computation 
contributions.
this issue of La recherche is a wonderful example of the 
dynamism of French supercomputing players, whether  
in science or in industry.  our country has a considerable 
advantage in this field, and this publication will contribute  
to increasing public awareness.

supercomputers 
pave the way to 
change

ditorial
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Joint
Laboratory

SMEs

HPC
At the interface of computer science and mathematics, Inria researchers have spent 40 years 
establishing the scientific bases of a new field of knowledge: computational science. In inte-
raction with other scientific disciplines, computational science offers new concepts, languages, methods 
and subjects for study that open new perspectives in the understanding of complex phenomena.

High Performance Computing is a stra-
tegic topic for Inria, about thirty Inria 
research teams are involved.

Inria has thus established large scale 
strategic partnerships with Bull for 
the design of future HPC architectures 
and with EDF R&D focused on high 
performance simulation for energy 
applications.

At the international level, Inria and the 
University of Illinois at Urbana-Cham-
paign (United States) created a joint 
laboratory for research in supercompu-
ting, the Joint Laboratory for 
Petascale Computing (JLPC), in 2009. 

The work of this laboratory focuses on 
development of algorithms and software 
for computers at the petaflop scale and 
beyond. The laboratory’s researchers carry 
out their work as part of the Blue Waters 
project.

It is also noteworthy that several former 
Inria spin-off companies have developed 
their business on this market, such as Ker-
labs, Caps Enterprise, Activeon or Sysfera.

As part of its technology transfer mission, 
Inria has launched 
the «HPC-SME» Initiative with GENCI, 
OSEO, and five competitiveness clusters 
(Aérospace valley, Axelara, Cap Digital, 
Minalogic, System@tic). 

The objective? To facilitate and encourage 
SME access to high-performance computing. 
This computing allows users to simulate more 
global phenomena, limit or replace expe-
riences, shorten the testing phase, or process 
excessive and heterogeneous data. The use 
of supercomputing furthers the competitive-
ness of SMEs. 

SMEs wishing to use simulation or high-
performance computing to develop their 
products and services (design, modeling, 
system, testing, processing, and visualization 
of data) can apply on the website dedicated 
to this HPC-SME Initiative. 

The Initiative supports them in the technical 
and financial development of their project 
thanks to the expertise and resources of the 
programme’s partners.

www.inria.fr 

www.initiative-hpc-pme.org
Inria is the only french national public research organization 
fully dedicated to digital sciences and it hosts more 
than 1000 young researchers each year.

Research and Innovation with HPC

Inria Industry Meeting  
Modeling, Simulation, 
Supercomputing
March 2013

Inria contacts:
brigitte.dueme@inria.fr
thomas.lebrat@inria.fr
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New HORIZONS
06 FIVe YeARS THAT HAVe 
CHANGeD THe FACe OF 
SUPeRCOMPUTING
GENCI is ensuring France 
catches up with the rest of Europe 
in making digital simulation 
available to French scientists. 

10 CATHeRINe RIVIÈRe: 
“SUPeRCOMPUTING AS A 
ReSeARCH TOOL”
Catherine Rivière, GENCI’s CEO 
since 2007, and head of PRACE 
unveils the sites from which 
supercomputing originates.

12 eUROPe IS PRIORITISING 
SUPeRCOMPUTING
Planning to double its investment 
in digital simulation by 2020, 
Europe is aiming for a leading role.

15 THe CURIe SUPeRCOMPUTeR 
MAJORS ON VeRSATILITY
The Curie supercomputer, 
designed to be used across a 
wide range of topics, is among 
the most powerful in the world.

18 SMeS ARe LOOKING TO 
SUPeRCOMPUTING
Just like HydrOcean, SMEs 
are now beginning to access 
supercomputers. 
 
20 THe FUTURe OF DIGITAL 
SIMULATION IS BeING DeCIDeD 
AS we SPeAK
INRIA’s C2S@Exa project is 
redesigning simulation software 
for tomorrow’s supercomputers.

THe GReAT 
CHALLeNGeS

22 CLIMATe MODeLS ARe 
GeTTING eVeR MORe ACCURATe
In climate simulations with a 
precision of around 10 km the 
small phenomena that play an 
important role are being taken 
into account. 

24 SUPeRCOMPUTeRS ARe 
UNRAVeLLING THe CHeMISTRY 
OF LIFe
Scientists are modelling the 

molecules of life and their effects 
in illnesses such as Alzheimer’s.

26 LIMITING JeT eNGINe 
POLLUTION 
Understanding the physical 
phenomena of aircraft jet 
engine combustion will reduce 
pollutants.
 
28 SIMULATING THe UNIVeRSe 
TO IDeNTIFY DARK eNeRGY
Astrophysicists plan to simulate 
the organisation of galaxies to 
understand the famous dark 
energy. 

30 SUPeRCOMPUTeRS FOR 
FOReCASTING TSUNAMIS
Simulation is enabling CENALT 
to predict and highlight risk areas 
in the western Mediterranean in 
real time 

32 NUCLeAR FUSION wILL 
SOON Be UNDeR CONTROL
Nuclear fusion could be a major 
source of energy. Simulation 
is being used to manage the 
amount of heat being produced.

TOwARDS 
eXAFLOPS

34 BeHIND THe SCeNeS OF THe 
SOFTwARe OF TOMORROw
The race for exaflops is on at the 
Exascale Computing Research 
Laboratory at University of 
Versailles. 

36 HOw eXAFLOPS wILL 
CHANGe OUR LIVeS
Expected by 2020, exascale 
machines should be able to solve 
some of society’s major problems.

38 FUTURe CHALLeNGeS FOR 
SUPeRCOMPUTeRS 
A complete redesign of the 
internal architecture of 
supercomputers is the key to 
achieving exaflops performance 
by 2020.

41 ALAN GARA: “INNOVATION 
IS THe KeY”
The Intel researcher sheds light on 
the challenges posed by exaflops.
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per-computing for academic 
research, has greatly contrib-
uted to this success. As Cath-
erine Rivière, GENCI’s director 
says with pride “The path that 
GENCI has mapped out since 
its creation in 2007 is impres-
sive. In five years, we really have 
multiplied the computing power 
available to scientists by a factor 
of 50, which is now more than a 
petaflops.”

The GENCI adventure be-
gan back in 2004... The Minister 
responsible for research at that 
time entrusted the national edu-
cation and research inspectorate 
and the national body respon-
sible for information technol-
ogy policy to create and lead a 
working group that would “pro-
pose and define the consultation 

T he date is Thursday, 
12 July 2012. The place 
is Bruyères-le-Châtel 
(France), twenty kilo-

metres outside Paris. Genevieve 
Fioraso, Minister for Higher Ed-
ucation and Research, officially 
inaugurates the Curie super-
computer at the CEA’s (Com-
missariat à l’énergie atomique 
et aux énergies alternatives) very 
large computing centre (TGCC 
– Très Grand Centre de Calcul).

The large national super-
computing equipment organ-
isation, GENCI, (Grand Équipe-
ment National de Calcul Inten-
sif ), which commissioned and 
funded the machine, could not 
have dreamt of a better birth-
day present. In the five years 
of its existence, this French na-

tional body has installed a se-
ries of supercomputers across 
the country; Curie, a so-called 
petaflopic* machine, is the fig-
urehead. These machines are 
so powerful that they can, in 
a single day, carry out a task 
for which a desktop computer 
would need 150 years – hence 
the term “supercomputer”. 
They can simulate, through 
computer modelling, experi-
ments that cannot be performed 
in the laboratory because they 
are dangerous, expensive, time-
consuming or very complex. 
Numerical simulation has now 
become an essential part of 
scientific research in addition 
to theory and experiment. And 
GENCI, responsible for imple-
menting French policy on su-

Five years that have changed 
the face of supercomputing
 
Until about five years ago, France was lagging behind its European neighbours in terms of 
supercomputing, a strategically important tool for our scientific and economic development. 
Created in 2007, the national GENCI organisation has now eliminated that gap. Its aim – to 
make the use of simulation far more accessible to all French scientists – is becoming a reality.  

pEtaflopic 
Describes a machine 
capable of carrying 
out a quadrillion (1015) 
operations a second.
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Orsay
IDRIS

Montpellier
CINES

Bruyères-le-Châtel
CCRT/TGCC

structures and decision-making 
bodies required to implement a 
strong French scientific comput-
ing policy.” Led by Michel Héon, 
Inspector General for the Ad-
ministration of Education and 
Research, and Emmanuel Sarto-
rius, a leading telecommunica-
tions engineer, a working group 
was formed which included the 
heads of large computing cen-
tres, representatives of major 
scientific and industrial users 
(CNRS, CEA and EDF) as well 
as organisations closely related 
to the development of scien-
tific computing (INRIA and RE-
NATER). Various leaders from 
the world of research and indus-
try also gave evidence.

Coordinating  
three national hubs

The report they prepared 
highlighted that a “consensus 
[was reached] on the need for 
strategic management in this 
area, better coordination be-
tween data centres and funding 
at an appropriate, and above 
all, regular, level for all France’s 
large scientific computers.” Héon 
and Sartorius concluded that 
France’s weak position in su-
percomputing had to be shifted. 
“The quality of French research 
requires intensive computing 
power comparable to that of its 
European counterparts.” They 

CatHeRIne 
RIvIèRe 
composer une légende 
de 300/400 signes (+ 
préciser crédit) merci. .

The location of 
the three national 
computing centres. 
CEA’s CCRT, higher 
education’s CINES, 
and CNRS’ IDRIS.

also recommended that the 
players in the supercomputing 
field needed better coordination 
and proposed to “invite some or 
all of [these] key players to par-
ticipate in a flexible legal struc-
ture, such as a supercomputing 
civil society, whose sharehold-
ers would be research organisa-
tions, such as universities and 
institutions, and the ministries 
concerned.”

 In 2007, their recommenda-
tions were implemented, and 
GENCI was born in the form of 
a civil society, which brought 
together the key supercomput-
ing players in the Ministry for 

Higher Education and Research, 
CEA, CNRS and the universities, 
represented by the Conference 
of University Presidents (CPU-
Conférence des Présidents 
d’Université); a fifth, INRIA, 
joined them in 2009. GENCI’s 
aims were clear: to take the 
lead in formulating national 
supercomputing policy for the 
benefit of the French scien-
tific community, co-ordinating 
equipment in the three national 
supercomputing centres, partic-
ipating in the organisation and 
implementation of a European 
supercomputing research effort 
and, finally, promoting the use 
of supercomputers in research 
and industry. By the end of 2010, 
GENCI had already completed a 
large part of its roadmap. In 2008 
and 2009 a first series of invest-
ments were made to renew the 
resources of the national higher 
education computing centre 
(CINES - Centre Informatique 
National de l’Enseignement Su-
périeur) by installing the Jade 
super-computer and upgrading 
the CEA’s Platine et Titane ma-
chines. In 2010 GENCI upgraded 
Jade’s computing power, bring-
ing it up to 267 teraflops. At the 
end of that year the first stage 
of the Curie supercomputer 
was installed CEA. In addition, 
the computing resources of the 
institute of development and 

With its petascale 
computing power, Curie 
is spearheading GENCI.
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resources in scientific comput-
ing (IDRIS- Institut du Dével-
oppement et des Ressources en 
Informatique Scientifique) were 
renewed, due to be completed 
before the end of this year.

In five years, with an annual 
budget of 30 million, GENCI has 
increased the available comput-
ing power from 20 teraflops to a 
little over 1 petaflop. The weak-
ness identified by Sartorius and 
Héon in 2005 has been well and 
truly eliminated! 

Developing European  
exchanges

With three national comput-
ing centres, GENCI’s strategy is 
simple: to provide French re-
searchers with additional means 
to respond better to scientific 
priorities and a varied set of 
topics. A unified procedure for 
allocating computing time has 
been implemented to improve 
efficiency. It simplifies access to 
national resources and ensures 
greater transparency in the as-
sessment of projects proposed 
by the scientific community. 
Since 2008, more than 600 sci-
entific, academic and industrial 
projects have benefited from 
hours of computing time allo-
cated on the national facilities. 
These allowances, which can 
range from hundreds of thou-
sands to several million hours, 
cover the entire spectrum of sci-
entific disciplines. 

To strengthen the national 
impetus gained since 2007, 
GENCI set up the Equip@meso 
(standing for equipment of ex-
cellence at coordinated super-

computing mesocentres) proj-
ect in 2010. It involves ten aca-
demic partners and university 
partners from various French 
regions. Retained as part of the 
call for the “Facilities Excel-
lence” project under the aegis 
of the French General Commis-
sariat for Investment, Equip@
meso is funded to the tune of 
10.5 million to strengthen re-
gional computing facilities to 
complement those at the na-
tional level. “Thanks to Equip@
meso nine regional data centres 
are now involved in the national 
thrust created by GENCI,” says 
Catherine Le Louarn, GENCI’s 
operations manager. There is 
now a veritable supercomput-

ing pyramid based around its 
three geographic strata. “At the 
regional level, there are facili-
ties with machines of less than 
50 teraflops used in academic 
establishments,” explains Sté-
phane Requena, GENCI’s tech-
nical manager. 

 “At the national level, facili-
ties with powers of several hun-
dreds of teraflops, managed by 
GENCI. And finally, at European 
level, the petaflop facilities.” At 
the top of the pyramid, Euro-
pean super-computing is now a 
reality. Convinced that no one 
country could alone support 
and develop a sustainable com-
puting infrastructure with global 
visibility, twenty representatives 
from European countries, with 
GENCI representing France, 
created the PRACE (Partner-
ship for Advanced Computing 
in Europe) research infrastruc-
ture in 2010. Its goal? To set up 
and run a distributed and sus-
tainable European computing 
infrastructure, composed of 
several centres equipped with 
machines having at least one 
petaflops power. Among the 
major PRACE players, France, 
represented by GENCI, has 
committed itself, as have Ger-
many, Spain and Italy, to con-
nect one supercomputer to this 
infrastructure. This commit-
ment, which represents an in-
vestment of 100 million over five 
years, has materialised through 
the acquisition and installa-
tion of Curie, fully accessible 
in its entirety since 8th March 
2012. GENCI is also involved in 
various projects funded by the 

Map showing the 
24 members of the 
PRACE European 
supercomputing 
infrastructure.
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CINES’ Jade 
supercomputer,
which provided more 
than 150 million 
hours of computing 
time to the scientific 
community  
in 2011.

From L to R, Cédric 
Villani, mathematician 
and 2010 Fields 
Laureate, who was the 
intellectual mentor of 
the event, and Catherine 
Le Louarn, GENCI 
operations manager 
watch Julien Bohbot, 
research engineer at 
IFP Énergies Nouvelles 
receiving the Bull-
Joseph Fourier Prize 
from Matthew Foxton, 
Bull’s Vice President  
of Strategy and  

Marketing.

f SPOtLIGHt On ReSeaRCHeRS
GENCI’s theme is promoting simulation and supercomputing. to attract 
newcomers to use these now essential tools, all the benefits that science and 
wider society can derive from them need to be demonstrated. this is why 
GENCI, together with the computer manufacturer bull, instituted the bull-
Joseph Fourier prize, which annually honours the work of a French 
researcher who uses simulation in both academic work and for industrial 
applications. since its inception in 2009, the prize has highlighted results in 
many areas: astrophysics, new materials, automobile engines and 
earthquake prevention. another initiative, this time in partnership with the 
Conference of University presidents is the skills certificate in 
supercomputing, known as the C3I (Certificat de Compétences en Calcul 
Intensif). Launched in 2009, it has already honoured fifty young doctors who 
developed and used supercomputing skills during their doctoral research.

European Commission, such 
as HPC-Europa 2, developed 
between 2009 and 2011. Its goal 
is to encourage exchanges and 
cooperation between European 
research teams by giving them 
access to the resources of seven 
data centres spread across Eu-
rope, including CINES in France. 
Also, the European Exascale 
Software Initiative (EESI) which, 
by the end of 2011, provided a 
roadmap for breaking the exa-
flop barrier; the first machines 
with such power are expected in 
2020. Among its recommenda-
tions is one to establish a multi-
thematic exaflop project with a 
research programme spanning 
twenty years, in collaboration 
with other European research 
units and national funding 
agencies. But the field of super-
computing and simulation is not 

limited to academic research. 
They are also strategic tools 
from an economic point of view. 
Because they can reduce devel-
opment cycles and costs, they 
are an essential element of in-
dustrial competitiveness. Large 
industrial or financial groups 
- such as Airbus, Total, BNP 
Paribas and Société Générale - 
have understood this, and have 
included supercomputing in 
their development plans. “This 
should not distract us from the 
bigger picture,” notes Requena. 
“The use of supercomputing is 
far less common among SMEs 
and SMIs that form a significant 
breeding ground for French inno-
vation and employment.” Hence 
the initiative ‘HPC-SME’ initia-
tive, launched in 2010 by GENCI, 
INRIA and oSEo, to help SMEs 
assess the competitive advan-

tages they would obtain by mov-
ing to supercomputing and to 
demonstrate those advantages. 
Since then, twenty SMEs from 
different sectors (automotive, 
aerospace, digital media, ship-
building, micro-electronics, sig-
nal processing, etc.) have been 
convinced by this approach and 
many others plan to join them. 
This is yet another very encour-
aging result which shows how 
simulation has now become an 
essential tool to support scien-
tific and economic development 
in our country. After five years 
of existence, GENCI, which 
has continued to canvass the 
various key players in academia 
and industry on this very point, 
is now poised to win its bet of 
making supercomputing widely 
available. z 

Pierre Mira
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“Supercomputers :  
essential research tools” 
 
Catherine Rivière, CEO of Genci (Grand équipement national de calcul intensif) since 2007,  
has headed Prace (Partnership for Advanced Computing in Europe) since last June.  
Here she looks at the main accomplishments of the last five years and unveils future high 
performance computing (HPC) projects.

petaflop resources available in 
Europe via Prace (Partnership 
for Advanced Computing in 
Europe).

The Curie supercomputer  
was made available to  
the scientific community  
in March - what is your 
assessment of it?
C. R.: A very positive 
assessment, as two French 
teams have just obtained 
remarkable results with this 
computer. In the life science 
field, the structure of a protein 
involved in Alzheimer’s disease 
has been fully modelled with 
unequalled precision. And 
astrophysics has just seen a 
world first: the calculation 
of the structure of the whole 
observable Universe, from the 
Big Bang to the present today. 
With capacity of 2 petaflops 
and an architecture unique in 
Europe, combining extremely 
high computing power and 
high capacity for processing 
the data generated,  Curie will 
enable further progress in other 
fields, in particular energy and 
climatology.

What are Genci’s main  
future projects?
C. R.: Firstly the updating of 
resources at Idris, the CNRS 
supercomputing centre: with 
this new investment, imple-
mented in H1 2012, Genci has 
completed the updating of 
national computer resources, 
after Cines with Jade and the 
CEA with Titane and Curie. So, 
a cycle has been completed but 
Genci is pursuing its goal of 
making supercomputing a tool 
at the vanguard of knowledge 
production and innovation. For 
this several challenges need to 
be faced: expanding support 
in the use of HPC, developing 
training in the field, strength-

Genci’s mission is to provide 
access to high performance 
computing resources to as 
many French researchers as 
possible. Has this commitment 
been met over the last five 
years? 
Catherine Rivière: Yes, and 
I think 2011 was particularly 
decisive. Three results in 
particular represent our efforts 
in Genci since 2007 aimed 
at establishing the national 
superocomputing policy. Since 
the start of 2011,the Equip@
meso project led by Genci 
with ten regional academic 
and university partners, was 
selected after the first call for 
“Equipment of excellence” 
projects, as part of future 
investments decided by 
the public authorities. With 
Equip@ meso, Genci now has 
the means of developing, at a 
regional level and alongside 
university computing centres, 
the dynamic initiated in 2007 
at a national level. In early 
July 2011, a first French SME, 
the engineering firm Daniel-
son Engineering, obtained 
funding from Osea for its new 
computing platform within the 

framework of the  
HPC-PME initiative 
implemented by Genci, Inria 
and Oseo. The technical 
expertise it benefitted from 
with HPC-PME has enabled 
this SME to equip itself with 
the digital simulation resources 
best suited to its needs, and 
therefore to increase its 
competitiveness but also to 
create at least four jobs. Overall, 
some twenty SME currently 
benefit from this support 
which seeks, with them, to 
demonstrate the improvements 
in competitiveness and 
innovation they would 
obtain by switching to high 
performance computing. 
Large companies already use 
simulation to reduce their 
development costs and lead 
times; we help SMEs which 
want to take these challenges 
on. Finally, December 2011 saw 
the final handover of the Curie 
supercomputer. Designed by 
Bull for Genci and run by the 
operational teams of the CEA’s 
Very Large Computing Centre 
in Bruyères-le-Châtel, Curie 
is the spearhead of the policy 
driven by Genci, boosting 

Inauguration
of the Curie 
supercomputer  
on 12 July
in Bruyères-le 
Châtel (France).  
From left to right: 
Bernard Bigot, 
managing director  
of the CEA, Geneviève
Fioraso, Higher
Education and Research 
Minister, Philippe 
Vannier, CEO of
Bull, and Catherine 
Rivière, CEO  of Genci, 
who manages the 
scientific use of the new 
petaflop computer.
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ening links between scientists 
using HPC (High Performance 
Computing) and finally making 
the most of investment already 
made in equipment, ensuring 
the success of Prace at a Euro-
pean level.

Can you tell us more about 
Prace, where you have been 
the chair of the board since 
last June?
C. R.: The Prace European 
supercomputing infrastructure 
is an independent structure 
financed by eight countries 
including France, which is 
represented by Genci. Prace’s 
mission is to coordinate a 
European network of very high 
level computing centres. With 
Curie, whose resources have 
been included in Prace’s calls 
for projects since 2011, France 
has met its commitment to host 
one of the supercomputers of 
the European supercomputer 
infrastructure, but has also 
enabled Prace to pursue its 
deployment in line with the 
road map agreed in 2008. 
This dimension is key, as no 
European country alone can 
compete with the United States, 
China or Japan, today’s  HPC 

super powers. The only solution 
is therefore to combine forces, 
which we have done! A few 
years ago, Europe was seriously 
behind its competitors, but 
has now caught up – evidence 
of this being that in the 
latest ranking of the best 
supercomputers in the world, 
the Top 500, four of the top ten 
computers are European. And 
on 15 February the European 
Commission announced 
its intention of doubling its 
investment in HPC by 2020, 
and reminded us that European 
growth depends on its capacity 
to innovate, with HPC being one 
of the tools available.

How can this capacity to 
innovate be developed?
C. R.: By demonstrating all 
the benefits that science, and 
society in general, can get 
from HPC! In this respect, the 
results presented elsewhere 
in this magazine are a perfect 
illustration. This demonstration 
is one of the conditions for the 
development of HPC in industry 
and search, in particular to 
meet societal challenges such 
as an aging population, climate 
change and energy efficiency.

With Prace and 
supercomputers such as  
Curie, are we seeing the 
emergence of true European 
supercomputing?
C. R.: Supercomputing has 
become a strategic tool for 
both academic and industrial 
research. It is even a real issue 
of sovereignty at a national and 
European level, as was high-
lighted by Geneviève Fioraso, 
Higher Education and Research 
Minister, at the inauguration of 
Curie on 12 July. Thanks to the 
dynamic established with the 
creation of Genci in 2007, the 
computing power available to 
all French scientists has mul-
tiplied by 50 in just five years.  
This vitality means that today 
France is excellently placed to 
participate in this new Euro-
pean boom driven by Prace. 
With scientists, industrialists 
and national and international 
bodies, a whole ecosystem 
based around HPC has devel-
oped in Europe, one which will 
enable our laboratories and 
companies to improve their 
competitiveness. In this respect 
Curie, with Prace, is a key in-
vestment in the future. z

Interview by Pierre Mira 
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has just been 
appointed for 2 years 
to head Prace, which 
coordinates a network 
of extremely high level 
computing centres, 
bringing together no 
less than 24 European 
countries.
Left, view of the Curie 
supercomputer.
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15 
February 2012. The 
European Com-
mission, represent-
ed by Neelie Kroes, 

the European Commissioner 
for Digital Agenda, officially an-
nounced its intention to include 
a substantial component on 
High Performance Computing 
(HPC) as part of the future Euro-
pean research and development 
programme for the years 2014 
to 2020. By 2020 it will double 
its annual investments in HPC 
from 630 million to 1.2 billion. 
This decision marks a genuine 
turning point in Europe’s su-
percomputing policy and gives 
hope to those who have long 
been fighting to ensure that 

Europe does not abandon this 
important strategic tool to other 
countries.

It is true to say that HPC has 
become a vital issue. Firstly, for 
industry, where, significantly re-
ducing the time between the de-
sign and marketing of a product, 
HPC is an essential element in 
their success and thus their sur-
vival against international com-
petition. Also for research, as it 
allows knowledge to progress 
in areas where practical experi-
ments are impossible. Finally, 
for society as a whole, it offers 
new opportunities to improve 
day to day life in addressing 
communications, health, natu-
ral disasters, etc. In France, HPC 

has always been important for 
our defence and security, where 
it makes vital contributions to 
preventing threats of all kinds. 
Paradoxically, there is an unac-
ceptable gap between Europe’s 
strategic needs and its ability to 
respond with its own resources. 
While more than 30% of the top 
supercomputers worldwide are 
to be found in Europe, less than 
4% of them are of European 
manufacture. There is a dual 
problem of strategic depen-
dence and trade deficit. If part 
of this gap can be attributed to 
the protectionist policies of the 
global powers such as the USA 

Europe is prioritising
high-performance
computing
Finally recognising the strategic importance of high performance 
computing for industry and research, Europe has decided to double 
its investment in digital simulation by 2020. Europe’s stated 
objective – to be a world leader in the design and application of 
supercomputers. 
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by JEan 
Gonnord 
Head of digital 
simulation and software 
engineering at the 
military applications 
directorate of the of 
French Atomic and 
Alternative Energies 
Commission (CEA).

f VErY HIGH PErForManCE CoMPUTErS
With its six supercomputers with complementary architectures installed in Germany for 
three of them Spain, France and Italy, all accessible regardless of where they are located, 
Prace (Partnership for Advanced Computing in Europe) is the European supercomputing 
infrastructure. Since its creation in April 2010, it has allocated a total of 3 billion hours  
of calculations for 102 projects selected for their scientific excellence. A success due to the 
commitment made and sustained by these four countries to provide European academic 
researchers and industries with petaflop-level machines. The commitment of France, 
represented by Genci in Prace, was shown by the acquisition and installation of the Curie 
supercomputer at the CEA’s very large computing centre in 2011. Prace includes 24 member 
countries and, by the end of 2012, the total processing power deployed by the European 
network for its scientists should reach 15 petaflops. This will enable Europe to gradually 
compete with the other great supercomputing nations that are the USA, China and Japan.
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Jean Gonnord and 
Pierre Leca, Head of 
simulation science and 
software engineering 
at CEA/ DAM, in front 
of the Bull Tera 100, the 
first petaflop machine 
designed and built 
in Europe, already 
considered a major 
industrial success.

and China, the principal reason 
is the absence of any European 
policy over the past twenty 
years. In 2009, of the 650 million 
spent in this area by public bod-
ies in Europe, over 95% went to 
industries outside Europe! It is 
this imbalance that the Europe-
an Commission now intends to 
rectify. How? Principally by help-
ing companies and researchers 
in the field of HPC to maintain 
an independent, leading edge, 
European supply chain.

For Europe, now is the mo-
ment to catch up or it will be lost 
forever. Supercomputing really is 
on the verge of enormous devel-

opments that could completely 
change the game. Firstly, the 
development of supercomput-
ers with exaflops* computing 
power planned for 2020, can-
not be achieved without break-
ing the current technological 
mould. Besides, “Cloud comput-
ing”, currently just emerging, will 
revolutionise and democratise 
access to supercomputing and 
will use technologies derived di-
rectly from HPC.

Today’s evident explosion 
of data being produced by both 
industry and scientists will be 
matched by the large storage 
mechanisms developped for 

HPC. Finally, the low power 
technologies being developed 
for portable electronic devices, 
in which Europe has a leading 
position, will quickly become 
the most important technolo-
gies for HPC. Controlling power 
consumption will be the key to 
developing the next generation 
of supercomputers.

Pan-European governance
In this context, the European 

Commission has announced an 
ambitious goal: for Europe to 
become a leader both in the pro-
vision of the technologies and 
in their application. To do this, 

EXAFLOPIc  
Refers to a machine 
capable of carrying out 
one quintillion (1018) 
operations per second.

“Europe
wants to stay
competitive” 
 
Commissioner Neelie Kroes intends to double 
investments dedicated to high-performance 
computing in the 2014-2020 programme. below,  
a few excerpts from her statement to the European 
Commission on 10 February 2012:
 
“… 97% of the industrial companies that use hPC 
consider it essential to their competitiveness and 
survival.”
 
“…supercomputers manufactured in the United 
States account for 95% of the EU market…”
 
“…guarantee to the European Union independent 
access to hPC technologies, systems and 
services…”
 
“… establish the European Union’s position  
as a global player…”

f nEElIE KroES
The vice-president of the European 
Commission, Commissioner for Digital  
Agenda, stresses HPC’s importance.
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the EC wants to establish pan-
European governance based on 
two fundamental ideas. on the 
one hand, the ETP4HPC (Euro-
pean Technology Platform for 
HPC) technological platform, 
being developed by European 
companies in the sector, in 
partnership with six major Eu-
ropean laboratories – including 
the CEA  –will be responsible 
for ensuring “independent ac-
cess to large computer systems 
and their services.” on the other, 
the PrACE (Partnership for Ad-
vanced Computing in Europe) 
infrastructure, under French 
leadership for two years, has 
as its goal to give European re-
searchers access to world-class 
computing resources.

France is leading the charge
The CEA initiated and has 

carried forward these ideas for 
more than fifteen years, which 
shows that there is still all to play 
for and that Europe retains a real 
chance of restoring its position. 
For this, it can count on France, 
the only European country to 
have experience in every aspect 
of HPC: research and develop-
ment  with CEA’s defence pro-
gramme – the CEA ensures the 
reliability and safety of nuclear 
weapons by simulation alone – 
and its expertise in microelec-
tronics; design and implemen-
tation of world-class supercom-
puters, such as the Tera 100 or 
Curie, with the Bull company; 
supercomputer usage with the 
initiatives promoting HPC (the 
SYSTEmATIC competitiveness 
cluster, Ter@tec, IrT SystemX ).

In short, a unique European 
supercomputing ecosystem, 
bringing together leading labo-
ratories, technology providers 
and research and training cen-
tres. This gives it an unparalleled 
capacity to attract others: it is in 
France that Intel has installed its 
first European high performance 
computing research laboratory. 
Not to mention that with the 
transition to exaflops it will be 
necessary to re-examine in detail 
the software for such machines. 
French expertise is recognised 
as one of the best in the world in 
the field of applied mathematics 
and algorithms, and this gives 
France a significant advantage. 
France can bring a great deal to 
the new European policy. For the 
directorships of both PrACE and 
ETP4HPC, the way ahead looks 
very promising! z    

The ETP4HPC 
expert team are 
planning a high 
performance computing 
technologies (hardware 
and software) research 
programme for the 
years 2014-2020. 
Developed by 
industry and research 
organisations in this 
field, this roadmap will 
be submitted to the 
European Commission 
in late 2012 in order to 
launch programmes 
to strengthen the 
competitiveness of 
European industry in 
this field.

f JEan-FrançoIS laVIGnon
president of ETP4HPC (European Technology Platform for 
High Performance Computing)

European
leadership

The ETP4HPC technology 
platform is one of the 
cornerstones of European  
high performance computing.  
what does it consist of?

J.-F. L. : Founded in June 2012, the European 
Technology Platform for High Performance 
Computing is an organisational structure that aims 
to bring together leading industrial and academic 
players conducting R&D in High Performance 
Computing technologies (HPC), in Europe.  
It was created by seven major industrial  
IT companies including Bull, various SMEs and six 
research centres, including the CEA. Others are 
signing up now.

what is the goal of the  
ETP4HPC platform?

J.-F. L. : Its main purpose is to develop within 
Europe the technologies necessary for HPC, from 
hardware components to software, via services, 
including access to computing resources, code 
optimisation, etc.It is essential for Europe 

to become a leader in the application of high 
performance computing and, using this powerful 
industrial tool, to increase its competitiveness  
and scientific lead. Europe has all the expertise 
and skills to design and develop supercomputers, 
as well as the best software on a global level.  
It is therefore possible to establish on our 
continent an entire ecosystem revolving around 
extremely competitive and sustainable HPC 
technologies.

How do we get there?
J.-F. L. : To achieve this goal, we are preparing  

a roadmap that will define the R & D priorities 
across all high performance computing 
technologies. This document is being assembled 
using the expertise of the ETP’s members; it will 
take into account the declared needs of HPC user 
communities, scientists as well as industries.  
It will serve as a basis for establishing the 
objectives for the future R&D programme to be 
launched in Europe, whose aim is to have exascale 
machines available by 2020. z 
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Curie majors on 
versatility
Available to French and European researchers since March 2012, 
the Curie supercomputer has been designed to cover a wide range 
of scientific fields. This versatility is unique, distinguishing it from 
other machines, but that does not prevent it from being among the 
most powerful computers in the world. 

calcul intensif) supercomputer, 
developed by the French com-
pany Bull and steered by teams 
from the Atomic Energy and Al-
ternative Energies Commission 
(CEA-Commissariat à l’énergie 
atomique et aux énergies alter-
natives) in its very large comput-
ing centre at Bruyères-Le-Châtel 
(France) is one of the most ver-
satile machines of its type. Avail-
able to French and European re-
searchers since March 2012, the 
Curie supercomputer has been 
designed to cover a wide range 
of scientific fields. Performance 
measured at 2 petaflops ranked it 
in June as the 9th largest of the five 
hundred most powerful comput-
ers in the world, but it probably 
would rank in the top five if its 
performance were assessed on 
its versatility. To facilitate Curie’s 
use by the greatest number of 
scientists the machine was built 
with free software and off-the-

U
nderstanding climate 
change or the develop-
ment of the universe, 
preventing natural di-

sasters, diagnosing Alzheimer’s 
disease or certain cancers, devel-
oping clean energy, creating new 

materials… The list of scientific 
challenges that the Curie super-
computer will attempt to solve in 
the years to come is a long one. 
It has to be said that the most 
recent French national GENCI 
(Grand équipement national de 

The CURIE 
supercomputer  
at the heart  
of the CEA’s very 
large computing  
centre.
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shelf components. Its architec-
ture uses very common Intel X86 
microprocessors. The super-
computer fits perfectly into a 
workstation environment run-
ning the Linux operating system 
and the researchers had no dif-
ficulty in getting Curie to use nu-
merical methods or algorithms 
previously developed on a single 
PC. The choice took into account 
developments in micro-proces-
sor technology; their frequency, 
or speed of operation, has not 
increased much; it is the num-
ber of cores, the basic comput-
ing units, which has increased in 
each microprocessor. Those used 
to build Curie have between four 
and eight cores. Several of these 
microprocessors are assembled 
to form a multiprocessor system, 
the real building brick of a super-
computer and called a comput-
ing node in computer jargon. In 
Curie, a node can be arranged 
in rows horizontally – called a 
server –or vertically (a blade). 
during a simulation, it is best to 
distribute, or parallelise, the tasks 
to be performed and their data 
across a large number of nodes. 
To achieve its computing power, 
Curie interconnects each node to 
thousands more via a high-speed 
network.

100,000 times faster than ADSL 
A novel feature of Curie’s 

architecture, designed so as to 
be able to meet the needs of a 
large number of scientific ap-
plications, is that it includes 
three different parts equipped 
with complementary hardware 
and software. depending on the 
type of simulation, researchers 
can thus use one of three parts 
of the supercomputer.

The first part, with so-called 
fat nodes, consists of 90 Bull 
S6010 servers, each equipped 
with 16 Intel Xeon ® X7560 eight-
core processors which share 512 
Gbytes of memory. These nodes 
with a high computation and 
memory density, are designed 
for applications with limited 
parallelism but which require a 
great deal of memory. They can 
also be used to generate meshes 
and analyse the results of calcu-
lations performed on other Cu-
rie parts. In total, this part has 
a set of 11,520 computing cores 
and a power of 105 teraflops.

The second part, with so-
called hybrid nodes, is com-
posed of 144 Bull B505 compute 
blades; each node is equipped 

with two quad-core Intel Xeon ® 
E5640 processors which share 24 
Gbytes of memory. These blades 
are called hybrids because they 
also contain Nvidia graphics 
processors (GPU*) used to in-
crease the speed of calculation. 
In total, this part can have a pow-
er of over 200 teraflops.

Finally, the last part, with so-
called thin nodes, is an essential 
component of Curie, which dis-
tinguishes it from other super-
computers. It houses 5,040 Bull 
B510 compute blades, each with 
two of the latest generation Intel 
Xeon ® E5-2680 eight-core pro-
cessors, named SandyBridge, 
which share 64 Gbytes of memo-
ry. Unlike fat or hybrid nodes this 
part, fitted with a large number 
of cores (80,640) and thus hav-
ing enormous computing power 
(1.74 petaflops), is suitable for 
use by complex computer codes 
that are capable of using tens of 
thousands of computing cores in 
parallel.

Final touch: Curie’s 92,000 
computing cores are coupled 
to a system that can store the 
equivalent of 50 times the con-
tents of the US Library of Con-
gress, the largest library in the 
world (15 petabytes) at a speed 
of 250 gigabytes per second, 
or 100,000 times that of a very 
high speed AdSL connection. 
This balanced architecture, 
which combines high comput-
ing power, high capacity data 
processing and large memory 
– more than 360 terabytes of 
memory distributed among all 
the nodes – is extremely rare 
in supercomputers. It is essen-
tial for quick and easy access 
to data without slowing down 
calculations while being able to 
store the results of simulations 
which can generate up to hun-
dreds of terabytes each. A major 
problem of these large facilities 
is controlling power consump-
tion, which was a major con-
cern of Curie’s designers.

 Un processeur 
graphique, ou Graphics 
Processing Unit 
en anglais, est un 
processeur dédié au 
calcul de l’affichage. Il 
est capable d’effectuer 
plusieurs tâches en 
parallèle.

ra
nk SITE – CoUnTRy nAmE mAnUfACTURER mEASUREd PoWER  

(in petaflops) 

1 doE/Lawrence Livermore national  
Laboratory - California, USA Sequoia IBm 16.32

2 RIKEn Advanced Institute for  
Computational Science - Japan Super K fujitsu 10.51

3 doE/Argonne national Laboratory -  
Illinois, USA mira IBm 8.16

4 Leibniz Rechenzentrum - Allemagne Supermuc IBm 2.9

5 national Supercomputing Center - Tianjin, China Tianhe-1A nUdT 2.57

6 doE/oak Ridge national Laboratory - Tennessee, USA Jaguar Cray 1.94

7 Cineca - Italy fermi IBm 1.72

8 forschungszentrum Jülich - Germany Juqueen IBm 1.38

9 CEA/TGCC-GEnCI france Curie Bull 1.36

10 national Supercomputing Centre -  
Shenzhen, China nebulae dawning 1.27

f FRANCE IN 9TH PLACE IN THE WORLD
In June and november every year, the five hundred most powerful supercomputers in the 
world – dubbed the Top 500 – are ranked, based on their performance of a standard 
calculation called Linpack. The most recent ranking, in June 2012, marks the comeback of 
European countries: Germany, with two machines, one of which, supermuc, is the most 
powerful in Europe; Italy makes its debut in the top ten in the world ranking and France with 
Curie. The French supercomputer is ranked ninth. China continues its meteoric rise with two 
supercomputers in the Top 10. Japan, the top of the rankings in the previous two rankings, has 
been upstaged by the United States with its Sequoia supercomputer, way out in front with 
16.32 petaflops. The United States remains the undoubted leader with the largest number of 
installed supercomputers

 
f THE TOP 10 SUPERCOmPUTERS

by 
STéPHANE 
REqUENA, 
CTo of GEnCI,

and HERvé 
LOZACH, 
project manager at the
CEA’s  computer centre. 
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Major advances have already 
been made

Among its main innovations, 
iced water coolers installed in 
the doors of the cabinets which 
each contain hundreds of pro-
cessing cores, combined with 
the fact that Curie consists es-
sentially of vertical compute 
blades, has helped make the in-
stallation compact. The comput-
er occupies only 200 m2 of floor 
space, three times less than the 
previous generation of super-
computers. This cooling close 
to where the heat is generated 
improves the energy efficiency 
of the data centre. In addition, 
the use of Intel E5-2680 proces-
sors, which for the same power 
consumption can perform twice 
as many operations per second, 
has also reduced electricity bills. 
In total Curie consumes 3.2 
megawatts, which for the same 
computing power, is less than 
half that of the previous genera-
tion of supercomputers.

To meet the needs of scien-
tists, the CEA has created a team 
of ten experts, able to solve 
problems ranging from porting 
applications for the super-com-
puter to transferring the results 
of calculations (storage, data ar-
chiving, processing and display 
of results), passing through all 
the intermediate steps: finding 

the best allocation of tasks to 
cores, suggesting ways of im-
proving code performance, etc. 
In total, more than 40 people 
contribute daily to the operation 
and operational maintenance of 
the computer and its environ-
ment, at this unprecedented size 
of more than 5,500 nodes. 

With Curie, an investment 
amounting to 100 million over 
five years, France is keeping to 
its commitments to the PrACE 
(Partnership for Advanced Com-
puting in Europe) European re-
search Infrastructure of which it 
is a founding member.

Involving 24 countries in to-
tal, PrACE is becoming the lead 
in a network of multiple data 
centres equipped with super-
computers having a power of at 

f AN OPEN SySTEm
Access to the Curie supercomputer is simple: 80% of its resources are available to 
researchers from across Europe, including those in France. It can be used by 
academics as well as industry for open, non-military, research, via calls for projects 
launched twice a year by PRACE, the European supercomputing organisation. 
Projects submitted are evaluated technically by computing centres and scientifically 
by a panel of independent experts. The sole criterion for selection is scientific 
excellence and, once the project has been selected, access to resources is free. The 
remaining 20% is to meet French needs, especially via calls for proposals organised 
twice a year by GEnCI using criteria similar to those of PRACE.

least one petaflops, Curie being 
one of them.

Implemented in two phases 
between late 2010 and late 2011, 
the installation of Curie is now 
complete and its configuration 
has been tested before offering 
complete access to European 
scientists, which occurred on 
March 8, 2012. 

In this final test phase, the 
proper functioning of the super-
computer was verified by run-
ning very large-scale simulations 
on almost all of its components. 
This “Grand Challenges” phase 
has already allowed research-
ers to make scientific break-
throughs. With dozens of other 
scientific projects currently un-
der way, many other discoveries 
are close on its heels. z     

magnetic tape 
archiving system for 
data produced by Curie.
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GPU  
Graphics Processing 
Unit. A graphics 
processor is an 
integrated circuit on a 
graphics card carrying 
out display calculations.
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D
igital modelling is play-
ing an increasingly im-
portant role in industry. 
This is particularly the 

case in fluid mechanics, a disci-
pline that can improve the aero-
dynamics and hydro-dynamics 
of ships, among other things. In 
this area, calculation software 
complements or, in some cases, 
even replaces practical experi-
ments. Through simulation, 
designs can be investigated and 
optimised and design risks mini-
mised while increasing the abil-
ity to innovate.

Over the past twenty years, 
most research and development 
carried out in fluid mechanics 
has focused on numerical meth-
ods for solving the Navier-Stokes 
equations that describe the dy-
namics of flows. Among these 
methods, the so-called “finite 
volume” method has established 
itself as a reference. It enables us 
to reliably and accurately simu-
late meshes (i.e. a space divided 
into a large number of basic geo-
metric cells) and to study objects 
with complex geometries found 
in industry.

That is why this method 
is used by the majority of the 
general simulation tools on the 
market. However, it has several 
limitations: the use of a mesh 
because it means it is simply 
not possible to perform simu-
lations of bodies with complex 
shapes or that are deformable 
or where there are complex mix-
tures of fluids. Moreover, these 
simulations are very time-con-
suming computationally when 
the meshes exceed several tens 
or hundreds of millions of cells. 
For several years, research teams 
have therefore been working 
on developing new numerical 

methods that can overcome 
these drawbacks. Among them, 
one of the most promising is a 
method called Smoothed Par-
ticle Hydrodynamics (SPH). To 
solve the fluid mechanics equa-
tions, it makes use of particles 
moving in the flow. As the parti-
cles are free to move in the fluid, 
moving objects with complex 
and deformable geometry and 
fluid mixtures can be simulated.

For over ten years, the Cen-
tral School of Nantes, support-
ed by its start-up, HydrOcean, 
which was created in 2007 and 
specialises in digital simulation 
of fluid flow, has been develop-
ing the SPH-flow software pack-
age. It is now one of the most 
advanced SPH models in terms 
of functionality. However, for 
the same degree of accuracy, this 
method can sometimes have a 

computational cost greater than 
that of conventional methods, 
such as finite volumes, which 
has long limited its use. But the 
parallelisation of the code on 
supercomputers now opens up 
new possibilities. 

Thus, as part of the European 
NextMuse project it has reached 
an efficiency of 95% for a calcula-
tion involving 3 billion particles 
on 32,000 cores of the Swiss Mon-
te Rosa machine, part of the CSCS 
(Swiss National Supercomputing 
Centre). This outstanding perfor-
mance makes it possible today 
to carry out very complex simu-
lations, and with computation 
times compatible with industry 
constraints.

The SPH-flow package, devel-
oped by HydrOcean and the Cen-
tral School of Nantes, can now, 
thanks to the use of parallel com-

by Erwan 
Jacquin, 
CEO of the HydrOcean 
SME in Nantes. 

f SuPErcOMPuTinG iS wiTHin  
      rEacH OF anY cOMPanY
The aim of the NumInnov project is to make supercomputing technology available to all 
and help ensure that businesses and SMEs using this technology can create new products 
and offer new services. Led by Bull, the project is government-supported as part of 
the “Investments for the Future” framework. It aims to create an independent operator 
providing supercomputing services in a cloud computing environment; businesses can have 
access, via the internet, to this computing power, and the associated software and services 
according to their specific needs when they want them. Supercomputing thus enters 
the cloud computing age. Rather than invest in acquiring and implementing very expensive 
data centres, companies can benefit from computing power paid for on a usage basis. 
With cloud computing, everyone will be eligible for high performance. New applications 
will emerge. To accelerate their development, NumInnov’s ambition is to bring together 
software developers and experts in the various fields concerned, such as health, 
telemedicine and image processing, or civil protection and crisis management. 
NumInnov has already involved twenty five SMEs with Bull. With NumInnov on the one 
hand providing access to computing resources on demand and, on the other hand, the 
HPC-PME initiative providing advice and services to SMEs helping them to assess how 
supercomputing can help them grow, innovation is truly within the reach of every business.

SMEs are also looking  
to supercomputing
Large companies have been relying on supercomputers for quite some while now to bypass 
traditional experimental methods and thus reduce development time and the cost of their 
products. Hitherto unaccustomed to using supercomputers, SMEs are finally starting to use 
them. With a great deal of success. Take, for example, Nantes HydrOcean, which specialises 
in the digital simulation of fluid flows. 
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f TaiLOr-
MaDE SuPPOrT
Led by GENCI, INRIa and OSEO, 
the HPC-PME initiative aims 
to help SMEs assess and 
demonstrate the productivity 
gains and competitiveness 
they would get using 
supercomputing. Launched in 
2010, this initiative is being 
carried out in partnership with 
five centres of excellence: 
aerospace valley (aeronautics, 
space), axelera (chemistry and 
the environment), Minalogic 
(intelligent miniaturised 
solutions for industry), 
Systematic (complex systems) 
and Cap Digital (digital 
content and services). To assist 
SMEs in their moves towards 
supercomputing, the 
competences of each partner 
are mobilised according to their 
needs: technological expertise, 
training, access to computing 
resources, economic and 
financial issues. More than 
twenty SMEs are currently 
benefiting from the support of 
this programme. Covering 
the entire country, they work 
in areas as diverse as the 
automotive industry, marine 
biotechnology, 
microelectronics and 
aeronautics.
 

To find out more:  www.
initiative-hpc-pme.org 

puting, carry out some simula-
tions beyond the scope of general 
simulation tools, both in terms of 
the complexity of the physical 
phenomena involved and the ac-
curacy with which the flow can 
be described. Going even further, 
HydrOcean is supported today by 
GENCI, INRIA and OSEO as part 
of the HPC-PME programme (su-
percomputing for small and me-
dium enterprises) enabling it to 
use SPH-flow on supercomputers 
with graphics processors (GPU*).

The goals: reduce computa-
tion times by a factor of 10, or 
even 20, and open new prospects 
for industrial applications in the 
fields of aeronautics, transport, 
industrial processes and bio-
medical engineering. z     

Thanks to the 
SPH-flow package 
simulations involving 
complex fluid flows 
are performed on a 
supercomputer in 
computation times that 
are compatible with 
industry constraints. 
Typical examples 
include the simulation 
of a tyre aquaplaning 
(1), a helicopter landing 
(2), or the impact of a 
life raft being dropped 
into the sea (3).

GPU  
Graphics Processing 
Unit. A graphics 
processor is an 
integrated circuit on a 
graphics card carrying 
out display calculations.
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The future of digital  
simulation is being decided 
even as we speak
In 2020, supercomputers will be a thousand times more powerful than current machines.  
To exploit them to their fullest, digital simulation software must be rethought. For this 
purpose, the French computing sciences research institute INRIA (Institut National  
de Recherche en Informatique et Automatique) has just launched the C2S@Exa project  
which brings together some thirty high performance computing specialists.  

lel architectures. It’s an approach 
that is not all that common, but 
one which is essential to meet 
the exaflop challenge,” explains 
Stéphane Lanteri, the project 
manager.

This collaboration should 
lead to the creation of simulation 
software redesigned for exascale 
computers. “In most cases, the 
software already exists, but if used 
in its unmodified form, it does 
not derive enough benefit from 
the theoretical power of these ma-
chines,” says Lanteri. “Our goal is 
to make these tools more effective 
while keeping them easy to use, so 
that they can be applied by every 
kind of scientist.”

Already the main barriers to 
be overcome have been identi-
fied by the thirty-strong C2S@
Exa project team. The software 
should be able to distribute the 
tasks to be carried out among 
all the computing cores to best 
possible effect, reducing to the 
minimum the movement of 
data, which is the main drag on 

A
lthough petaflop su-
percomputers are only 
just beginning to enter 
service, supercomput-

ing experts are already thinking 
about their successors; exascale 
machines, a thousand times 
more powerful, able to perform 
a quintillion (1018) operations 
per second. By 2020 the first of 
them should be making their ap-
pearance. It will be a revolution 
for scientists, who will be able to 
tackle more complex problems 
and carry out far more realistic 
simulations.

The downside: because their 
internal architecture will be more 
complicated, these calculating 
monsters will be more difficult 
to use. While current machines 
are made up of approximately 
100,000 computing cores – the 
processing units located within 
the processor – the computers of 
tomorrow will possess a million. 
The way the calculations will be 
carried out will be completely 
different as the data will be pro-

cessed in parallel, i.e. simulta-
neously on all cores. This raises 
questions as regards program-
ming. Current simulation soft-
ware will need to be changed.

Mathematicians
and software engineers
hand in hand

In order to respond to these 
challenges INRIA has launched 
the C2S@Exa – an acronym for 
Computer and Computational 
Sciences at Exascale – project. 
Its objective is to bring together 
researchers from different spe-
cialities to implement very large 
digital simulations exploiting 
the very large processing and 
data storage capabilities of fu-
ture supercomputers. “Its aim is 
to bring together applied math-
ematicians who develop digital 
computation tools and software 
engineers who specialise in 
high-performance computing to 
design  the software to make the 
most of the physical characteris-
tics of these new massively paral-
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f RESEARCHERS FROM DIFFERENT  
BACKGROUNDS COME TOGETHER
C2S@Exa is one of INRIA’s flagship initiatives. Launched in small numbers  
– nine are currently under way – for a period of four years, these initiatives are 
organised around the major research topics to which INRIA has decided to devote  
more resources. The initiatives are multidisciplinary, bringing together researchers 
with different skills within INRIA; they also rely on external partners, academia  
and industry. The problems addressed by these initiatives are extremely varied, 
including the simulation of the heart, understanding certain cardiac pathologies,  
the development of assistive technologies for elderly or dependent persons,  
and the use of software tools to study the growth of bacteria in the hope of 
developing new drugs. 

Modelling both 
ventricles of the heart 
and the architecture 
of the cardiac fibres 
starting from medical 
images in the INRIA 

CardioSense3D 
project.
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the computer’s performance. 
They will also back up the data 
during the execution of the cal-
culations so that they are not lost 
if a machine component fails - it 
is estimated that exascale com-
puters will experience one fail-
ure every hour. They will also 
take into account the “hybrid” 
machines of tomorrow that will 
consist of several types of pro-
cessors with radically different 
characteristics.

      
Problems affecting
society

As a first step, the INRIA re-
search team will focus on two 
scientific issues closely affecting 
society: nuclear fusion, a very 
promising future energy source, 
and the storage of radioactive 
waste generated by nuclear 
power plants. For nuclear fu-
sion, one of the major challeng-
es will be to confine the plasma, 
which is heated to more than 
one hundred million degrees at 
the centre of the reactor, to pre-
vent it from damaging the walls. 
For nuclear waste, scientists are 
studying the possibility of bury-
ing high-level and intermediate 
level longer-lived nuclear waste 
deep underground and are try-
ing to determine how long they 
can be stored in special con-
tainers without danger. “These 
two problems can be solved only 
by developing very large digital 
simulations,” says Lanteri. In the 
case of fusion, the phenomena 
are highly complex and involve 
a set of very complicated math-

ematical equations that gener-
ate a huge volume of data that 
needs to be processed. As far as 
radioactive waste is concerned, 
the difficulty is that all interac-
tions at every scale have to be 
taken into account, stretching 
from one kilometre for rocks to 
centimetres for the container 
holding the radioactive ele-
ments, and this for timescales 
that are extremely long – up to 
several hundreds of thousands 
of years.

 To achieve this goal, the 
C2S@Exa mathematicians and 
software engineers are work-
ing hand in hand with the CEA 
(Commissariat à l’énergie at-
omique et aux énergies alterna-

tives) on the fusion problem and 
with the French National Radio-
active Waste Management Agen-
cy (ANDRA – Agence nationale  
pour la gestion des déchets ra-
dioactifs) for radioactive waste. 
The work will be to improve sim-
ulation software already used by 
both agencies but not yet suit-
able for exaflops. And that’s not 
all. “The tools we develop for the 
first two scientific challenges can 
be adapted to many other major 
problems, such as seismic risk, 
the aerodynamic design of air-
craft and modelling the brain,” 
enthuses Lanteri. With the right 
tools, simulation will know no 
limits. z   

  Pierre Mira 
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To develop fusion 
reactors (the figure 
on the right shows 
ITER (International 
Thermonuclear 
Experimental Reactor) 
in section), it will be 
necessary to simulate 
in very great detail the 
behaviour of matter 
(figure on the left 
in colour) heated to 
more than 100 million 
degrees.

ANDRA

To assess the risk posed 
by the deep storage 
of radioactive waste, 
digital simulation at 
every granularity will be 
essential. Geological medium

Multi-dekakilometric scale

 Kilometric scale

Hectometric scale

Multi-deci/dekakilometric scale

               Packing and
storage cavity

               Storage
    sub-zone

Global Storage
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Climate Models 
Become  
More Precise
 
Today’s supercomputers can simulate the climate  
of our entire planet to a scale of 10 kilometres, 
compared to 100 kilometres not so long ago.  
Small-scale phenomena, poorly reproduced or absent 
all together in climate models despite playing an 
important role, can now easily be taken into account.

even absent in climate models and 
to quantify to what extent these 
models can be improved by taking 
them into account.

Closely monitoring
cold water upwellings

More specifically, our efforts 
were focused on very precise re-
gions: certain coastal zones of 
the Atlantic and Pacific Oceans 
where cold-water upwellings are 
trapped near the surface. The 
phenomenon occurring in these 
regions, representing less than 
one per cent of the Earth’s sur-
face, has consequences for the 
entire globe. It influences winds, 
cloud cover and precipitation 
over the entire tropical belt that 
covers about half the planet.  Re-
cent studies have suggested that it 
would be possible to significantly 
improve our models if we could 
manage to reproduce this phe-
nomenon more accurately.

To achieve this objective, two 
different models developed more 
than 20 years ago and already 
used by thousands of research-
ers worldwide – and which are 
among the best-performing in 
existence – have been combined 

U
nderstanding the climate 
and its past, present and 
future variations is one of 
the great scientific chal-

lenges of our century. Simulation 
has become an indispensable tool 
in this quest. Simulation in fact en-
ables us to better understand the 
mechanisms that control the cli-
mate, and to make forecasts over 
scales of time ranging from the 
season (winter harshness, antici-
pating periods of drought or flood-
ing, etc.) to a few centuries in the 
case of climate-change scenarios.

Climate models, which rely 
on equations used in fluid me-
chanics and thermodynamics, 
consist of creating a sort of vir-
tual planet. The state of the at-
mosphere and the oceans (tem-
peratures, precipitation, winds, 
currents) can be calculated over 
a gridwork of points distributed 
all over the re-created globe.

The current processing  power 
of supercomputers limits the den-
sity of this grid to about 100 km for 

simulations of the planet’s global 
climate over several hundred years 
– the simulations used for climate-
change scenarios. Not all the 
small-scale phenomena (ocean 
gyres, clouds, etc.) can be faith-
fully reproduced. That is the main 
source of uncertainty in climate 
models. In fact, scientists know 
that certain small-scale processes 
(under 10 km) can have repercus-
sions on our planet’s climate, and 
hence contribute to its variations. 
That makes it essential to take 
them into account in order to im-
prove the accuracy of our models.

With the advent of petaflop su-
percomputers, whose processing 
power makes it feasible to achieve 
a resolution of 10 km, it is now pos-
sible to tackle this problem. Our 
team has just conducted global 
climate simulations on the GENCI 
Curie machine, installed at the CEA 
Very Large Computing Centre in 
Bruyères-le-Châtel (France). Ob-
jective: to identify the key phenom-
ena that are poorly represented or 

by SéBaStien 
MaSSon, 
ChriStoPhe 
hoUrdin 
and raChid 
BenShila   
of the Laboratoire 
d’océanographie 
et du climat: 
expérimentations et 
approches numériques 
(LOCEAN), Paris-France,

ériC 
MaiSonnave,  
research engineer at 
the Centre européen 
de recherche et de 
formation avancée 
en calcul  scientifique 
(CERFACS), Toulouse-  
France, 

and Yann 
MeUrdeSoif, 
engineer at the 
Laboratoire des 
sciences du climat  
et de l’environnement 
(LSCE), Gif-sur-Yvette- 
France.
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into one and the same model: an 
atmospheric model for weather 
and climate forecasting, dubbed 
WRF and adapted to a broad 
range of applications at scales 
ranging from a few meters to 
thousands of kilometres, and an 
oceanic model called Nemo used 
in oceanographic research and cli-
mate studies, a reference for ocean 
modelling in Europe.  The two 
models were combined thanks to 
the OASIS3-MCT software used to 
assemble all the climate models 
developed in Europe.

Analytical detail
never before achieved

Once this work had been 
completed, it was possible to do 
a series of simulations on nearly 
10,000 processing cores on the 
Curie machine, for regions on 
the globe situated between 45° 
south latitude Sud and 45° north 
latitude, in which the spatial reso-
lution was gradually increased to 
9 km (see opposite). A world first! 
For some simulations, our team 
decided to represent all of the re-
gions in question at this level of 
detail.  For others, only the key 
coastal zones within these regions 

(like the southeast Pacific, for ex-
ample) were reproduced with this 
very high resolution.

The data coming out of our 
model (temperature, winds, cur-
rents, precipitation, etc.) will sub-
sequently be compared to mea-
surements done on the ground 
or obtained by satellite. We will 
then be able to precisely quantify 
to what extent the increase in the 
model’s spatial resolution has in-
creased its precision. In particular, 
this will tell us whether we need to 
conduct simulations at up to 9 km 
of resolution for all the regions 
studied, or whether we can use 
this very high resolution only for 
the coastal zones without altering 
the model’s precision too much. If 
that’s the case, this innovative ap-
proach will save us valuable calcu-
lating time.

Better describing
the climate’s variability

The details of the phenomena 
that we have succeeded in repro-
ducing with these initial simula-
tions (see above for the cyclone or 
cloud cover over Indonesia, for ex-
ample) far exceed anything done 
in this field before. The Curie sim-

Detail of a cyclone off Réunion. The 
colours show cloud cover. Simulation done 
on the Curie supercomputer with a very-
high-resoluition configuration (9 km) over 
the entire globe between 45° S – 45° N

Climate simulations 
with a resolution of  
27 km to 9 km, i.e.,  

over the entire domain 
and in the key regions  

(like the southeast 
Pacific) for the large-

scale climate
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Step 1: 27km configuration 

Step 2: zoom to 9km in the ocean and atmosphere
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Step 2: zoom to 9km in the ocean and atmosphere
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ulations are a crucial step in our 
plans, even if only to demonstrate 
the reliability and relevance of this 
type of approach. More than an 
end, they mark the start of a long 
period of analysis. Opening the 
door to a better description of the 
climate and its variability. z
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Representation 
of electron trajectories 
(white and grey points) 
obtained by a QMC 
simulation in the 
ß-amyloid peptide 
(coloured lines) involved 
in Alzheimer’s. Some of 
the successive positions 
of electrons are 
reproduced to simulate 
movement. The analysis 
of the nature and 
frequency of electronic 
exchanges between 
atoms along these 
trajectories enables 
the determination of 
quantum properties.

super computers 
decode the chemistry 
of living beings

I 
n the heart of living beings, 
interactions between mol-
ecules – proteins, nucleic 
acids, lipids, sugars… – 

carry out vital functions in the 
organism. To better understand 
the relations between these ba-
sic building blocks of the living 
being, digital simulation has 
become a vital tool. It involves 
scientists modelling systems in-
cluding several thousand atoms, 
predicting the forces established 
between these atoms  – the inter-
actions – and precisely estimat-
ing their collective behaviour. 
Beyond the fundamental un-
derstanding of the phenomena 
at play, the approach is essential 
to determining the effective-
ness of a molecule intended for 
therapeutic purposes. In fact, the 
more the interactions between 
this molecule and a bio mol-
ecule, the greater the chances 

of repairing the defective func-
tions of this bio molecule and 
therefore achieving an effective 
medication.

To simulate the behaviour 
of bio molecules, researchers 
use models based on the mi-
croscopic laws of quantum me-
chanics and the statistical laws 
of thermodynamics. At the heart 
of these models, the part which 

is difficult to describe is the 
quantum part. The electron ex-
changes at the origin of chemical 
links and interactions must be 
reproduced precisely, resolving 
Schrödinger’s famous equation. 
However, this is an equation 
which is extremely difficult to 
resolve as thousands of atoms, 
therefore thousands of electrons, 
need to be taken into account. It 

to better understand how pathologies such as alzheimer’s 
begin, scientists are modelling the molecules involved in 
the process. Digital simulation has become a vital step in 
nudging research towards therapeutic treatments.
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is therefore essential to have ac-
cess to high performing quan-
tum calculation methods.

Independent electronic 
trajectories

The reference method in 
the matter was developed in 
the 90s: the dFT (density Func-
tional Theory) is a method that 
expresses the chemicals of mol-
ecules according to the density 
of electrons. Although this ap-
proach only allows an approxi-
mate resolution of Schrödinger’s 
equation, it has been found to 
be a good compromise between 
rapidity and precision of calcu-
lation. Unfortunately, this ap-
proximate nature is difficult to 
control and can sometimes lead 
to qualitatively false predictions.

This is why the Toulouse 
quantum chemistry and physics 
laboratory has, for several years 
now, participated in the develop-
ment of an alternative resolution 
to Schrödinger’s equation, the 
aim of which is to be as easy to 
implement for complex systems 
as dTF, but better controlled and 
more precise: a method chris-
tened quantum Monte-Carlo 
(QMC).

This proposes simulating the 
real quantum world where elec-
trons are delocalised in nature*, 
via a fictional world where elec-
trons follow determinist trajecto-
ries similar to those of Newton’s 
classic mechanics. To report on 
this quantum delocalisation*, a 
random component is added to 
the movement of electrons. It is 
this random nature which gives 
its name to the Quantum Monte-
Carlo method: because for each 
electron moved, a number is 
drawn by chance like the roulette 
of the famous Monaco Casino. A 
relatively simple method but one 
which requires a considerable 
computing volume to advance 
by billions of times the thousands 
electrons in the system!

This colossal task requires 
supercomputers equipped with 
massive computing capacity. 
Currently the capacity of these 
computers relies on the use of an 
ever increasing number of pro-
cessors. However, the benefit of 
this probabilistic dynamic based 
on random electronic trajecto-
ries is that it is compatible with 
massively parallel computing: 
the calculation to be carried out 
can be deployed among a num-

ber of processors as large as you 
wish, each processor working 
independently from the others. 
Why? Because the simulation 
can be divided, at leisure, into a 
series of independent electronic 
trajectories. This unique prop-
erty means all processors can 
be operated harmoniously, the 
strength of this method. 

At the heart of the chemistry of 
living beings

In december 2011, this ap-
proach showed its merit on 
Genci’s Curie computer, in-
stalled in the Very Large Com-
puting Centre of the CEA, in 
Bruyères-le-Châtel (91). during 
the simulations carried out on 
the 80,000 computer cores of 
the supercomputer, a first study 
concerning the chemistry of Al-
zheimer’s could be carried out. 
We know that this illness is as-
sociated with the degeneration 
of the brain linked to the ap-
pearance of plates composed of 
molecule clusters: beta-amyloid 
peptides. Understanding why 
and how these molecules come 
together opens the way to ther-
apeutic treatments to attenuate 
and even stop the illness. At the 
heart of the phenomenon, many 
scientists believe, is: the chemi-
cal links between these peptides 
and metallic atoms such as cop-
per, zinc or iron. From the analy-
sis of the trajectories of electrons 
produced by simulations, it will 
be possible to deduce the nature 
of these links and thus better un-
derstand how the illness starts. A 
real challenge! And above all the 
hope of developing research into 
this pathology, for which clinical 
tests are very difficult.

Thanks to petaflops super-
computers like Curie, it is now 
possible to explore, with the re-
quired precision, the electronic 
processes at the heart of the 
chemistry of living beings. Even 
if much remains to be done, this 
is a first important step. The cal-
culations required are still mas-
sive in volume and therefore 
difficult to access. But with the 
arrival of exaflops computers a 
thousand times more powerful 
by the year 2020, we should be 
able to transform these emerg-
ing techniques into a tool for 
researching living beings acces-
sible to the broader scientific 
community, so that scientists 
can rapidly find therapeutic 
treatments for illnesses includ-
ing Alzheimer. z

by MIchel 
caffarel 
and 
anThony 
sceMaMa, 
from the Toulouse 
quantum chemistry and 
physics laboratory

Quantum 
delocalisation
An atom is formed of 
electrons gravitating 
around the core.
Quantum mechanics 
indicate that it is not 
possible to precisely 
determine the position 
of electrons, and 
the classic concept 
of an orbit is now  
meaningless. The 
electron is delocalised 
in space, and there 
is merely a certain 
probability of finding 
it in a given place at a 
given moment.

Copper interacting with the ß-amyloid 
peptide (active part only). Chemical 
interactions which are difficult to describe 
are highlighted: hydrogen-link (dots); 
van der Waals force between the cycles 
of each histidine (dashes); at the centre 
the copper atom (in brown).
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partially premixed or non pre-
mixed,* heat exchanges with the 
walls, formation of multiple pol-
lutants such as soot, nitrogen 
oxide and unburnt hydrocar-
bons, etc. In addition, this com-
bustion occurs in extreme condi-
tions, at high temperature and 
under high pressure, to get the 
best possible thermodynamic 
performance.

To better understand all 
these physical phenomena and 
thus make the combustion 
chambers the optimum size, 
digital modelling bas become an 
essential step. This involves solv-
ing, by computer, the Navier-
Stokes equations that govern the 
flow of turbulent and reactive 
fluids. This gives us access to 
temperature and speed fields 
and, with the right models, pol-
lutant emissions. To carry out 
these simulations, the combus-
tion chamber has to be divided 
into a large number of elemen-
tary geometric elements, tetra-
hedrons for example. These ele-
ments together are referred to as 
the meshing. As in photography, 
where the higher the number of 
pixels, the greater the image res-
olution, the greater the number 
of meshing elements, the greater 
the precision of the model. On 
the other hand, the denser the 
meshing, the greater the pro-
cessing power .

In the Coria, to describe 
combustion as precisely as pos-
sible, so-called massively paral-
lel simulations of the phenome-
non have been carried out on the 
national supercomputers oper-
ated by Genci, including the Cu-
rie supercomputer, installed in 
the Very Large Computing Cen-
tre of the CEA, in Bruyères-le-
Châtel (France), and European 
com puters as part of the Prace 
programme. Each simulation 

R
educing emissions of 
pollutants has become a 
priority for the aeronau-
tics industry. In Europe, 

aircraft engine manufacturers 
have committed to meeting, by 
2020, the standards set by the 
Advisory Council for Aeronauti-
cal Research in Europe (ACARE). 
For example, under this frame-
work, a plane built in 2020 must 
release 80% less nitrogen oxide 
than one from 2000, and its CO

2
 

emissions must be reduced by 
50%.

The key to achieving these 
ambitious objectives? Improving 
the combustion chamber locat-
ed at the heart of engines. In 
these rotating machines from 
the gas turbine family, exterior 
air is compressed in an initial 
stage, then mixed with fuel to be 

burnt in the combustion cham-
ber, before the expansion phase 
via turbines. The combustion 
chamber plays a key role, as it 
must burn, as completely and as 
cleanly as possible, the entire 
air-fuel mix. Its performance de-
termines the quantity of pollut-
ants emitted into the atmo-
sphere.

Refining the meshing
However, designing a high-

performance combustion cham-
ber is a real technological and 
scientific challenge, as the phe-
nomena at work are complex 
and many: injection and atomi-
sation of liquid fuel in the form 
of fine droplets, evaporation of 
liquid fuel into gaseous fuel, a 
turbulent mix of evaporated fuel 
and air, combustion of the mix, 

by vincent 
mouReau 
Researcher with the 
Complexe de recherche 
interprofessionnel  
en aérothermochimie 
(Coria) in Rouen.   
Bul - Joseph-Fourier  
Prize 2010.

Visualisation of the 
temperature field in an 
aeronautic combustion 
chamber.
Temperature reaches 
a maximum of 
2,032 Kelvin in burnt 
gas, or 1,759 ° Celsius.

Visualisation of 
zones where pre-mixed 
air and methane 
burn in an aeronautic 
combustion chamber.

The parTially  
pre-mixed sysTem 
is a system where air 
and fuel are partially 
mixed before burning. 
When not pre-mixed, 
air and fuel arrive in 
the combustion zone 
separately.
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Limiting pollutants  
from reactors by modelling 
combustion
 
If we want to drastically reduce pollutants emitted by aircraft,  
it is essential to understand the physical phenomena linked to combustion  
within the reactors themselves.
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required from 10,000 to 30,000 
computer cores, or the equiva-
lent of several thousand desktop 
computers, and lasted twenty 
hours. These simulations were 
then added to each other to at-
tain sufficiently long simulation 
periods.

Modelling combustion  
chambers

To best exploit this kind of 
processing power, the Coria has 
developed a high-performance 
simulation tool: the Yales 2 soft-
ware. This tool, currently used by 
sixty researchers in eight French 
laboratories, has enabled them 
to model complex-geometry 
combustion chambers on a large 
number of processors.

Specifically, the Coria has 
sought to simulate, with great 
precision, turbulent combustion 
partially pre mixed within a 
model combustion chamber, de-
signed by the company Turbo 
meca, part of the Safran group, 

the world leader in turbines for 
helicopters. This semi-industrial 
equipment has been subject to 
numerous experimental and 
digital studies in various Euro-
pean projects. The data collected 
by researchers during tests will 
be key in confirming the digital 
simulations.

With the Yales 2 software, the 
Coria has managed to reproduce 
the combustion chamber with a 
spatial resolution unprecedent-
ed in the field: 60 microns for a 
combustion chamber measuring 
11 cm in height. In all, this simu-
lation required an impressive 
meshing composed of 12.4 bil-
lion geometric elements. This 
level of precision made it possi-
ble to visualise the smallest 
whirls appearing in the turbu-
lent flow and the way they react 
with the flame.

This incredibly rich data-
base, which describes in detail 
the effects of the mixture of air 
and fuel on the flame, is still in 

Visualisation of 
the smallest turbulent 
whirls resolved in 
simulations. The 
intensity of the 
turbulence plays a key 
role in the dynamic of 
the flame.

operation, and should soon lead 
to the design of new combustion 
models. These models, added to 
the calculation methods and 
simulation tools developed by 
researchers, are of course of in-
terest to aeronautic engine de-
signers, who intend to use them 
soon not only to achieve their 
pollutant-emission reduction 
levels, but also to speed up new 
engine development cycles. zVisualisation of the 

turbulent mix between 
air and methane in the 
centre of the chamber 
combustion.
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simulating the Universe reveals 
the nature of dark energy
under the influence of a mysterious force which has been christened dark energy, the 
universe has seen its expansion speed up. to try and understand the nature of this energy, 
astrophysicists have embarked on a titanic project: simulating the way in which galaxies 
organise themselves throughout the entire observable universe, since its birth.

Distribution of 
matter resulting from 
the first structural 
simulation in the 
world to cover the 
entire volume of the 
observable universe. 
The observe r is at the 
centre (here and now), 
while the first light of 
the Universe is
at the edges – 45 billion 
light years away, just 
after the Big-Bang.
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s
ince the observation of 
the flight of the galax-
ies by Edwin Hubble 
in 1929, and its inter-

pretation within the context of 
general relativity, the current 
theory of gravity, we know that 
the Universe is expanding: the 
galaxies are moving away from 
each other. By taking even more 
precise measurements, thanks to 
supernovae*, in 1998, astrono-
mers Saul Perlmutter, Brian 
Schmidt and Adam riess, who 
were awarded the nobel prize for 
physics in 2011, discovered that 
expansion was speeding up. this 
was a great surprise: the force of 
gravity which attracts the differ-
ent components of the Universe 
should in fact, like an elastic 
band, slow this expansion down.

their discovery therefore ap-
peared to call into question our 
knowledge of the profound na-
ture of the laws of physics which 
govern the Universe. to explain 
this, some were quick to evoke 
a mysterious compound, chris-
tened dark energy, which fills 
the whole universe and acts as a 
repulsive force. Currently there 
are different competing models 
of dark energy, and we have been 
unable to choose between them.

to decide between these 
models you need to have an ex-
tremely precise understanding 
of the influence of such and such 
a theory on the properties of the 
Universe, and to compare them 
with observations. And to bet-
ter understand dark energy, we 
need to understand its influence 
at all scales as, contrary to what 
we might think, dark energy does 
not only act at very large cosmo-
logical distances but its effects 
are also felt on the properties of 
a galaxy itself.

A sphere of 90 billion  
light years

Easier said than done, when 
you realise that the observable 
universe is a sphere of 90 billion 
light years* in diameter! in fact, 
the further in distance you ob-
serve the Universe, the further 
back in time you go, as light 
takes time to get here. And in our 
universe born at the moment of 
the Big Bang 13.7 billion years 
ago, light crosses a distance 
greater than 13.7 billion light 

years to reach us, due to the ex-
pansion of the Universe over its 
journey.

the only solution for astro-
physicists: to simulate a series of 
universes according to different 
dark energy models and com-
pare parameters (distribution 
of matter, number of galaxies, 
etc.) which diverge from each 
other. this is precisely the goal 
of our project, christened Deus 
(Dark Energy Universe Simula-
tion). its ambition? to simulate 
the entire observable universe, 
that is to say this sphere of 90 
billion light years in diameter. 
to do this it is necessary to re-
produce the formation of the 
universe’s large structures from 
these base “particles”: the gal-
axies. this amounts to calculat-
ing no fewer than 550 billion of 
these particles! And it requires a 
super computer equipped with 
300,000 gigabytes of memory 
and computing power enabling 
over 1 million billion operations 
a second.

Three models of dark energy
At the beginning of 2012, 

after several years of develop-
ment, we reached our goal: 
thanks to the Curie super com-
puter, the team of six research-
ers1 carried out the first simula-
tions in the world of the struc-
turing of the whole observable 
universe, from the Big Bang to 
the current day. these simula-
tions were dizzying in scale: 
they required the use over sev-
eral weeks of 80,000 computer 
cores of the Genci super com-
puter installed in the CEA Very 
Large Computing Centre, à Bru-
yères-le-Châtel (France). Such 
a calculation would have taken 
over 3,000 years on a PC, and the 
volume of data stored totalled 
over 1 million gigabytes, or the 
equivalent of 200,000 DVDs.

three different simulations, 
corresponding to three different 
models of dark energy, were car-
ried out. the first is the standard 
scenario, called the “cosmologi-
cal constant”, accepted by a ma-
jority of physicists. this follows 
the hypothesis that the quantity 
of black energy in a given vol-
ume of space remains constant 
despite the expansion of the 
universe – which tends to dilute 

everything. in the other two sce-
narios on the other hand, the 
quantity of dark energy varies 
when the universe dilates, the 
last model even going so far as 
to mimic a modification to the 
laws of gravity at large scales.

The mystery of the  
acceleration of expansion

thanks to these simulations 
it is possible to replay the for-
mation of all the galaxy clus-
ters in the universe, the biggest 
structures bound by gravity 
known to date. Each of these 
clusters has a different story, 
but the plot remains the same: 
small fluctuations of density in 
the primordial soup resulting 
from the Big Bang are amplified 
by gravity, to form the first gal-
axies, after which these galaxies 
merge to create larger and larger 
structures until they become 
galaxy clusters.

the simulations have al-
ready produced their first re-
sults, allowing us to measure 
the number of galaxy clusters 
present in the universe today: a 
total of over 100 million. But just 
one cluster in 200 is sufficiently 
close to be observable. For the 
remainder, it is only possible 
to observe the past, when they 
were only at the embryonic clus-
ter stage. other lessons learnt: 
the first cluster of this type ap-
peared when the universe was 
only two billion years old; the 
biggest cluster weighs 10 million 
billion of solar mass.

Depending on the dark en-
ergy model used, the number 
of clusters and their mass vary. 
When we compare the results 
of our simulations with the dif-
ferent parameters which will be 
measured by future major proj-
ects aimed at observing and 
mapping the universe – such as 
the upcoming Euclid mission 
which has just been selected by 
the European Space Agency – 
we can thus better understand 
the nature of dark energy and 
decide between the different 
scenarios. the mystery of the 
acceleration of the expansion 
of the universe, one of science’s 
greatest questions, could thus 
be revealed. z
(1) Alimi, rasera, Bouillot, reverdy, Corasaniti, 
Balmès (www. deus-consortium.org)

by Yann 
rasera and 
Jean-miChel 
alimi 
astrophysicists
at the Universe and 
Theories Laboratory 
in Paris.

supernova
A supernova  is the 
explosion of a massive 
star which, for a period, 
shines brighter than 
an entire galaxy and its 
billions of stars.

LIGHT Year
A light year corresponds 
to the distance travelled 
by light in a year, or 
around 9,500 billion 
kilometres.
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computing time, making real 
time use impossible. The paral-
lelisation of code on high perfor-
mance computers now provides 
new options.

Bathymetry and topography
The digital simulations of 

tsunamis rely on the modelling 
of three phenomena: deforma-
tions of the ocean bed caused 
by the earthquake, propagation 
in deep ocean water and effects 
on the coastline. The initial de-
formation of the ocean surface 
is deduced from elastic models 
showing the deformation of the 
earth’s crust. Propagation at sea, 

Tsunamis : 
Supercomputers 
raise the alarm
 
France has just developed a Tsunami warning centre (Cenalt) for the 
western Mediterranean. Its mission: to warn the authorities of the 
imminent arrival of waves generated by an underground earthquake. 
Simulation enables the real time indication of zones at risk.  
With supercomputers, it is even possible to precisely estimate tide 
levels in the near future.

could lead to the formation of a 
tsunami, and if so at what scale. 
A table created on the basis of 
previous events observed in the 
Mediterranean lists the possible 
combinations of these three pa-
rameters and thus enables the 
launching of a first tsunami 
warning message in less than 15 
minutes, according to three lev-
els: yellow for a negligible risk, 
orange for a moderate risk and 
red for a high risk. If the magni-
tude of the earthquake exceeds 
a certain level, tsunami arrival 
times are calculated and added 
to the message.

More precisely, the digital 
simulation of tsunamis im-
proves the estimation of the 
risk and provides a much more 
detailed map of the expected 
impact of the wave on the 
coastline. Until recently, this 
approach required prohibitive 

T
he tsunamis of Suma-
tra in 2004 and Japan 
in 2011 almost make us 
forget that countries on 

the coast of the Mediterranean  
– France in particular – are also 
exposed to devastating waves. 
In this region, although tsuna-
mis are smaller than in the Pa-
cific, the meeting between the 
two great continental plates 
– the African and Eurasian – can 
generate earthquakes which, 
in turn, can cause tsunamis. 
This was the case in 1908 when 
a 7.1 magnitude earthquake in 
the straight of Messina, off the 
coast of Sicily, caused a tsuna-
mi with numerous victims in 
the region. And more recently, 
in 2003, when a 6.9 magnitude 
earthquake in Boumerdès in 
Algeria caused two metre waves 
in the Balearics as well as strong 
undertows and whirlwinds in 
several ports on the Côte d’Azur.

To deal with this risk, France 
has just developed a tsunami 
warning centre (Cenalt). Op-
erational since July, the Cenalt, 
operated by the CEA in Bruyères-
le-Châtel (France), monitors a 
zone stretching from the north 
east Atlantic to the western Med-
iterranean. Its mission: to issue 
alerts to the French authorities 
and countries in the region in 
question, and quickly because, 
given the relatively modest size 
of the Mediterranean basin, the 
time between an earthquake 
and the arrival of a tsunami on 
the coast is just tens of  minutes.

When an earthquake is de-
tected, researchers analyse its 
magnitude, its geographic lo-
cation and its depth under the 
ocean bed to assess whether it 

by Audrey 
GAiller, 
SébASTien 
AllGeyer, 
Pierre 
duPerrAy 
and Hélène 
HéberT  
from the Environmental 
Monitoring department

Simulation of a tsunami 
linked to the Boumerdès  
earthquake (2003 – 
Calypso software) in the 
Cenalt framework (single 
grid). To the left, model 
of the risk at the scale 
of the basin, transposed 
into a colour code 
without dimension - red/
orange/ yellow, meaning 
high/moderate/ 
negligible risk. To the 
right, propagation  
of the tsunami  
43 min. after  

the earthquake.
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Model of the 2003 
tsunami on arrival in the 
port of Sète (boxed), 
after 2 h 00 (a), 2 h 10 
(b) and 2 h 20 (c) of 
propagation from the 
epicentre (red star), 
with multi grid Calypso 
software.

for its part, is based on the reso-
lution of non linear equations of 
fluid mechanics in the hypoth-
eses of “long waves”. In fact, the 
wave lengths of tsunamis (from 
100 to 300 km) are significantly 
greater than the depth of the 
propagation environment (from 
4 to 6 km). Finally, the simula-
tion of the effects of the tsunami 
near the coast is only possible 
if high resolution bathymetric 
(marine depths) and topograph-
ic data is available. The acuity 
of the representation of physi-
cal processes such as flooding, 
whirlwinds and amplification 
by resonance in a port depends 

on the resolution of calculation 
grids.

At Cenalt, the software chris-
tened Calypso is used to model 
the propagation of a tsunami. It 
requires significant computing 
power to rapidly estimate risks, 
which could be integrated into 
warning messages in the future. 

A multi grid version
In the event of an alert, Ca-

lypso is automatically launched 
in a single grid version which 
calls upon 12 of Para’s compute 
cores. We then access a bathy-
metric description with a spatial 
resolution of 4 kilometres for the 
entire western Mediterranean 
basin. Calculations give an esti-
mate of the spread of the tsuna-
mi’s energy through the ocean, 
thus indicating areas at risk. The 
simulation of a tsunami which 
takes three hours to propagate 
in real time is carried out in just 
five minutes (see opposite). The 
downside of this calculation 
speed is that we cannot estimate 
the tides expected on the coasts 
as the resolution used is insuf-
ficient.

But Calypso can also be used 
in a second version, called multi 
grid, which makes it possible 
to predict in detail flooding in 
ports. How? By using bathymet-
ric grids with increasing resolu-
tion. The 2003 tsunami could 
thus be reproduced on 21 dif-
ferent grids, with a resolution 

ranging from 900 metres for the 
main grid covering the western 
Mediterranean to resolutions of 
three metres for fine grids cov-
ering the ports targeted by the 
study (Palma, Cannes and Sète). 
The results of these simulations 
(see above) closely match reality: 
the tsunami reaches the port of 
Sète around two hours after the 
earthquake, and the associated 
tides are around 20 centimetres, 
that is to say the heights mea-
sured by tide gauges.

Raising the alert in time
This level of detail neverthe-

less has an impact on calcula-
tion time, despite the paralleli-
sation of the code: for four hours 
of tsunami propagation, the 
simulation is carried out in one 
hour, using 64 Para cores. Thus 
we can see why this multi-grid 
version is currently used solely 
for research purposes, especial-
ly given that it needs extremely 
precise knowledge of the bathy-
metrics and of the topography 
of coastal zones, data which is 
not always available. But things 
should soon change: by improv-
ing the parallelisation of code 
to reduce calculation time and 
having access to more details 
in the field, detailed simulation 
could then be integrated into 
the warning message, so the 
population could be warned of 
an imminent tsunami as soon as 
possible. z  C
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With Iter, physicians will have 
a ring with a plasma volume of 
840 m3, ten times more than what 
was obtained in tokamaks *, the 
largest machines of the same 
type.   Plasma in the core will then 
be heated to 150 million degrees 
to trigger thermonuclear fusion. 
One of the challenges of this 
experiment is to demonstrate 
that it is possible to reduce heat 
transfer between the core, where 
combustibles burn, and the cold 
edges of the plasma, and as such 
reduce losses. Transfers that are 
mainly due to small turbulent ed-
dies, of centimetre size, that form 
in the plasma. Therefore, it seems 
vital to regulate this turbulence if 
heat is to be confined within the 
reactor.

Organised disorder 
In the past, scientists have 

discovered, experimentally, that 
by further heating plasma in the 
tokamaks, naturally occurring 
turbulence can be drastically re-
duced. But this phenomena re-
mains a mystery and completely 
uncontrolled. It is thought to be 
caused by the nature of the tur-
bulence itself that, despite its 
apparent disorder, has a certain 
organisation. By interacting with 
each other, small eddies could 
indeed be capable of generating 
large scale flows of matter in the 
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Fusion under 
control soon
 
In the future, nuclear fusion has the potential  
to become a major source of energy. But to trigger 
the reaction within a reactor, one of the biggest 
challenges will be to confine the heat generated by 
the phenomena at the very heart of the machine.  
Computer simulations enable us to make further 
advances in this direction. 

makes stars shine. In the case 
of Iter, atoms of deuterium and 
tritium will be fused together in 
a controlled manner to produce 
atoms of helium. But the nuclei 
have the same, positive charge 
and therefore strongly repel each 
other. For fusion to occur, this 
repulsion must be overcome. 
One method consists in heating 
particles to extremely high tem-
peratures, more than 100 million 
degrees, so that the thermal agi-
tation brings them sufficiently 
close together. At such temper-
atures, matter is in the form of 
plasma *. 

I
n 2019, the construction of 
the experimental reactor 
Iter is due to be completed 
at Cadarache (Bouches-

du-Rhône) in the south-west of 
France. This ambitious, interna-
tional project, in collaboration 
with seven of the world’s super-
powers, aims to prove the viabil-
ity of nuclear fusion as a future 
source of energy.

A fusion reaction involves 
fusing two light nuclei together 
to form a heavier atomic nu-
cleus. This reaction, which re-
leases a tremendous amount of 
energy, is the mechanism that 

View inside the 
IRFM Tore Supra 
tokamak. A heating 
antenna (on the left) 
and the toroidal floor 
limiter can be seen.

by YanIck 
SarazIn and 
VIrgInIe 
grandgIrard
Researchers at the 
CEA’s Institute for 
Magnetic Fusion 
Research (IRFM) at 
Cadarache (CEA/DSM/
IRFM) - Saint-Paul- 
Lès-Durance (France).

and antoIne 
Strugarek
PhD student at the IRFM 
and researcher 
at the Astrophysics, 
Instrumentation and 
Modelling Laboratory at 
Gif-sur-Yvette (France).
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With these simulations, efficient 
strategies should soon be devel-
oped to control large scale flows 
in plasma. Heat could then be 
confined at the centre of the fu-
sion reactor and avoid plasma 
“spilling” onto the walls, a phe-
nomena which will ultimately 
damage the walls of the reactor. 
May the stars shine on Earth. z

plasma ring. In return, the flow 
shear would have the effect of 
tearing apart the turbulent eddies 
that gave rise to them, reducing, 
at the same time, their size and 
heat losses from the core to the 
periphery.

So far, no ab initio computer 
model – i.e. without any adjust-
able parameter, solely based on 
the fundamental principles of 
physics – has managed to repro-
duce the phenomena to gain a 
better understanding. This has 
just been achieved. For the first 
time, simulations performed on 
Curie describe the turbulent ed-
dies in detail and confirm that it 
is possible to control turbulence 
via flows in the plasma.

To achieve this key step, the 
Gysela code has been developed 
in partnership with Inria and 
within the framework of the Fed-
eration for research on controlled 
magnetic fusion. This code uses 
a gyrokinetic description of the 
turbulence in fusion plasmas. 
At each step in time – about one 
hundredth of a microsecond –, 
it was necessary to calculate the 
position and speed of all plasma 
particles on each of the 34 billion 
mesh points.

With Gysela, it has been pos-
sible to model transfers in plas-
ma the size of Tore Supra, the 
tokamak at the CEA’s Institute 

for Magnetic Fusion Research at 
Cadarache (Bouches-du-Rhône), 
in France. The model was initially 
used to reproduce the phenom-
ena on a medium sized tokamak 
before extrapolating the results to 
a reactor as big as Iter.

 
Stars on Earth 

Several million hours of cal-
culations have made it possible 
to simulate a few milliseconds of 
interactions between particles in 
plasma. These few milliseconds, 
although short on our scale, are 
very long in comparison with the 
evolution time of the turbulent 
fluctuations. It has been possible 
to highlight complex physical 
processes. Not only has it dem-
onstrated how turbulence can be 
regulated by large scale flows, but 
it has also enabled us to discover 
another unexpected phenom-
ena: During this extremely short 
period of time, in the order of a 
few hundreds of milliseconds, the 
turbulence is subject to sudden 
bursts of activity. Microscopic 
eddies, which up until now were 
at the heart of the plasma, spread 
towards the edges. A high heat 
flux is released from the heart to-
wards the periphery. 

The physical understanding 
provided by these simulations 
constitutes a first important step 
in improving Iter’s performance. 

Plasma 
Gas comprising electrons 
and ions – atoms which 
have lost one or several 
electrons. Its temperature 
varies from a few tens 
of degrees to several 
hundreds of millions of 
degrees, and its density 
can be 1 million times less 
to 1 million times more 
than the density of air.

tokamak 
A torus-shaped chamber 
capable of confining 
plasma using strong 
magnetic fields thus 
creating the conditions 
required for fusion 
reactions.

Direct mapping 
of turbulent structures 
in plasma. These eddies 
extend along the length 
of the magnetic field 
lines, visualised thanks 
to the electric potential 
in colour. 
During this extremely 
short period of time,  
the turbulence is 
subject to sudden 
bursts of activity. 
Microscopic eddies, 
which were at the heart 
of the plasma up until 
now (see opposite), 
spread towards the 
edges (see below). 
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Behind the scenes of  
the software of tomorrow
 
In the race for exaflops, software will occupy a prominent role. Rather like a conductor, its role 
will be ensure that the millions of basic components in the machines of tomorrow will play 
harmoniously together. We are in the Exascale Computing Research laboratory of the University 
of Versailles at Saint-Quentin-en-Yvelines, where the software of tomorrow is being designed.

of a collaboration between CEA, 
the French government’s centre 
for co-ordinating high-perfor-
mance computing (GENCI-
Grand équipement national de 
calcul intensif), the University of 
Versailles at Saint-Quentin-en-
Yvelines and Intel, they are re-
searching the design of the future 
software that will enable exascale 
supercomputers to run smooth-
ly. Given the complexity of such 
machines, the software will play 
a key role. “Currently, petaflop su-
percomputers have hundreds of 
thousands of computing cores,” 

says Marie-Christine Sawley, the 
laboratory’s director for Intel. “To 
achieve exaflops* rates by 2020, 
millions of these units embedded 
within microprocessors will have 
to be made to work together. Such 
an increase in power demands 
that computational algorithms 
are examined in detail from top 
to bottom.”

The co-design approach 
To prepare for this conceptu-

al revolution, software engineers 
and other mathematicians at the 
Versailles laboratory work hand 

I
n a huge open-plan space 
full of light from large win-
dows,  researchers carefully 
scroll through lines of code 

on their computer screens. On 
a whiteboard at the back of the 
room cryptic diagrams drawn 
in coloured felt tip catch the eye. 
To the untutored eye, Exascale 
Computing Research Laboratory 
(ECR), located on the campus 
of the University of Versailles, is 
something of a puzzle. But here 
the future of supercomputing is 
playing out. In this research unit, 
created only two years ago as part 
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in hand with scientists from all 
backgrounds – chemists, physi-
cists and climatologists – who 
develop simulation software. 
“They come with their software 
models and we with our detailed 
knowledge of the hardware ar-
chitectures that will be used in 
future supercomputers,” says 
Marc Dollfus, responsible for 
collaboration among the labo-
ratory’s partners. “The challenge 
is to work as a team to find the 
best ways of making the software 
applications and the machines 
work together. We use the term co-
design to describe this approach 
where all the stakeholders work 
together. Specifically, we must first 
parallelise the calculations to the 
highest possible degree, i.e. divide 
the calculations into a large num-
ber of sub-tasks performed by the 
sub-processor cores. We distribute 
these sub-tasks across the cores to 
allow the machines to operate at 
the highest possible speed and 
also limit the movement of data 
as this process consumes a lot 
of electrical power.” The magni-
tude of the task is immense, but 
the game is worth the candle. 

Because once the software has 
been modified for the transition 
to exaflops, the time taken for 
the computations will be con-
siderably less and the precision 
of the numerical models will be 
increased 100-fold. Pharmaceu-
tical companies should be able to 
identify active molecules much 
more quickly and thus reduce 
the development time of drugs. 
In medicine, by simulating as ac-
curately as possible the ray path 
through an organism of the ra-
diation used in cancer therapy, 
it will be possible to target a spe-
cific tumour with great accuracy. 
In meteorology, by decreasing 
the size of the smallest cells in 
atmospheric simulations, the 
accuracy of forecasts will be im-
proved. And there are numerous 
other examples.

The hunt for nugatory 
calculations

Our visit at Exascale Com-
puting Research continues at the 
end of a narrow corridor. Here, a 
locked door has an air of secrecy. 
“Behind this door, in an air con-
ditioned room, there are com-

Researchers at the 
Exascale Computing 
Research Laboratory in 
Versailles examine the 
nature of the software 
for future exascale 
supercomputers.
Given the complexity 
of such machines, 
the algorithms play a 
prominent role.

puter cabinets similar to those 
found on the Curie supercom-
puter,” says Bettina Krammer, a 
researcher at the ECR. Consist-
ing of more than 92,000 com-
puting cores, Curie, installed at 
the CEA’s very large computing 
centre at Bruyères-le-Châtel 
(France), prefigures what exas-
cale machines will be like. “With 
this ‘miniature’ device we can 
test, on a small scale, how the 
machine behaves with such and 
such an algorithm,” says Kram-
mer. “This is a must if you want 
to then run these applications 
on a full supercomputer.” And to 
make sure that the software uses 
the computer to its maximum 
capacity, the Versailles research-
ers have developed tools that, 
rather like web crawlers, track 
down any unnecessary com-
putation in an algorithm. “The 
software, which is usually long 
and complex, is first divided into 
small pieces,” says William Jalby, 
the laboratory’s scientific direc-
tor. “Our tools can reveal flaws 
in these pieces and then correct 
them. We then run the modified 
software on the computer to im-
prove its performance.”

General purpose machines
But, in this quest for power, 

a delicate balance between the 
constraints imposed by the 
hardware and those dictated 
by the software must be found. 
A long-term task. “For the same 
software, we test different pro-
cessor architectures,” explains 
Krammer “because, although 
the general trend is the prolifera-
tion of computing cores, the ar-
chitecture is not yet finalised.” It 
is here that the multidisciplinary 
approach of the ECR laboratory 
is most useful. “By collaborat-
ing with scientists who develop 
software and by using the labo-
ratory’s tools, we have been able 
to build a large software library 
that has allowed us to identify 
and model key performance fac-
tors,” says Dollfus.

This data is valuable for su-
percomputer designers who 
are currently trying to find and 
optimise the ideal architecture 
for exascale computers. Doll-
fus summarises “Our goal is 
not to create special-purpose 
machines but general pur-
pose machines suitable for a 
wide range of applications as 
needed by the scientists and in-
dustrialists who use them.”  z          
       Pierre Mira 
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flops
A flops (FLoating 
point Operation Per 
Second) is the unit of 
measurement for the 
power of computers 
given as the number of 
operations per second: 
a teraflops is a trillion 
(1012), a petaflops one 
quadrillion (1015) and 
an exaflops a quintillion 
(1018) operations per 
second.
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How exaflops will 
change our lives
 
exascale supercomputers are expected to have been 
developed by 2020. a thousand times more powerful 
than current machines, they will then solve a 
multitude of problems at the heart of society. From 
medicine to climatology via transport they will 
address every aspect of life.

Even the smallest atmospheric 
and oceanic phenomena, such 
as cloud formation can then be 
modelled accurately. The simu-
lations will also incorporate 
complex processes such as the 
complete carbon cycle on Earth. 
Thus made more realistic, the 
models will provide more re-
liable future climate change 
scenarios on both a planetary 
as well as a local scale. This will 
yield extremely vital data for ag-
riculture and energy production.

Simulating our own brains ! 
The power of the computers 

of the future will also provide 
more realistic results in the area 
of health. It will be possible, for 
example, to simulate in detail 
the functioning of membranes 
of living cells to better under-
stand how drugs enter cells and 
act. It will be possible to develop 
new drugs much more quickly 
through more detailed model-
ling of the operation of the mol-
ecules involved in some diseases 
for which it is difficult to carry 
out clinical trials – including 
cancer and neurodegenerative 
diseases such as Alzheimer’s or 
Parkinson’s.

In reality, it will be possible 
to replicate the whole human 
body with all its organs to an un-
matched level of detail, includ-
ing the  heart, for example, with 
its various structures (arteries, 

Director of the Department of 
Sciences, Information Technol-
ogy and Communications at 
the French National Research 
Agency (ANR). Berthou led the 
European EESI (European Exas-
cale Software Initiative) project 
from 2010 to 2012, one of whose 
objectives was to determine 
precisely the major applications 
that could benefit from exaflops 
power.

A typical application in 
which future supercomput-
ers will enable giant strides to 
be made is in climate simula-
tion. Currently, climate mod-
els have a spatial resolution of 
about 100 km. By 2020, thanks 
to exascale machines, this will 
start reducing to one kilometre. 

W
ithout our realising 
it, intensive com-
putation is part of 
our daily lives. It 

is present everywhere – making 
our cars safer, weather reports 
more reliable, or providing im-
aging results faster in hospitals. 
And the future looks even more 
exciting: by the end of the de-
cade, exascale super-computers 
– computers capable of perform-
ing a quintillion (1018) operations 
per second – should make their 
appearance. Having a thousand 
times more computing power 
than today’s machines, “They 
will solve a multitude of prob-
lems affecting society which 
today are almost inaccessible,” 
enthuses Jean-Yves Berthou, 
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veins, ventricles...) and even the 
brain. “Due to the huge number 
of its constituents [it is estimated 
that the human brain contains 
one hundred billion neurons, 
Ed], a complete model of our 
brain is out of reach of current 
computers; it will take exascale 
machines to try to achieve that,” 
says Berthou.

This is also the objective set 
by the European Human Brain 
project, which could be achieved 
in the next ten years. This un-
usual simulation would answer 
many questions about the func-
tioning of the brain, including 
the cause of neurological disor-
ders, opening new therapeutic 
avenues. 

Transport, too, will also 
benefit from the transition to 
exaflops. Starting with aircraft. 
“Europe has set ambitious targets 
to halve aircraft CO

2
 emissions 

and reduce their noise by at least 
10 decibels,” says Berthou. “To 
achieve this, real practical test-
ing is not enough; we will have 
no choice but to resort to exascale 
machines.” Unlike modelling cli-
mate and the human brain that 
requires mobilising the full pow-
er of exascale computing ma-
chines for every simulation, here 
thousands of simulations will be 
run simultaneously on the same 
machine. And each one will re-
quire the entire computing pow-
er of a petaflop (1015) computer! 

This will explore all possible 
and conceivable aerodynamic 
wing profiles so as to compare 
them and select the most ef-
ficient and the safest. Similarly 
for the engines where many dif-
ferent types of fuel combustion 
will have to be simulated to se-
lect the least polluting.

Towards nuclear fusion?
As far as energy is concerned, 

the supercomputers of the fu-
ture will also be a great help. 
First for the discovery of new oil 
deposits. Prospecting involves 
generating seismic waves in the 
subsurface by means of explo-
sives. By studying the waves re-
flected by deep rocks, the nature 
of these can be deduced and it 
can be determined whether they 
contain oil. The analysis of these 
signals is so time-consuming to 
carry out that numerical simula-
tion is used nowadays. But even 
with this approach the pres-
ence of a well is often predicted 
wrongly and the drilling success 
rate is “only” 60%. With exascale 
computers, this should greatly 
increase.

Thanks to exaflop comput-
ers, new energies will begin to 
see the light of day. First of all, 
nuclear fusion, an extremely 
promising energy source for it 
is potentially very much cleaner 
and safer than its fission cousin. 
But the challenges to develop fu-

sion reactors are such that their 
operation must be simulated 
in detail even before building 
them.

Tomorrow’s supercomputers 
will stand out not only because 
of their computing power, but 
also because of their ability to 
store and process huge amounts 
of data. This is the case in meteo-
rology, where progress in terms 
of satellite sensors is such that 
they should return a thousand 
times more data than today by 
the end of the decade. Once in-
tegrated into weather models, 
all these measurements are ex-
pected to provide more accurate 
short-term forecasts. In the area 
of health, the development of 
so-called personalised medicine 
should also lead to an avalanche 
of data. 

This revolutionary approach 
aims to find the best therapeutic 
treatment for a patient based on 
their genetic heritage. With it, it 
should be possible to develop 
drugs tailored to each patient 
and having no side effects. “Tri-
als are under way in this direc-
tion that involve petaflop ma-
chines to process data from a few 
hundred individuals,” says Ber-
thou. “With exaflops we could 
deal with millions of patients.” In 
short, supercomputers have so 
far barely scratched the surface 
in changing our lives.  z

Pierre Mira

Within a few 
year, with the arrival 
of new supercomputers 
that will be a thousand 
times more powerful, 
computer simulations 
will become far more 
realistic in every area. 
We will be able to model 
the human brain with 
its complex network of 
neurons (1), simulate 
the aerodynamics of 
a helicopter in every 
detail (2), reproduce the 
complex phenomena 
that take place in 
future fusion reactors 
such as the ITER (3), 
simulate the behaviour 
of molecules involved in 
certain diseases so as 
to develop drugs more 
quickly (4) measure 
wear in materials very 
accurately to make them 
more resistant (5), or 
explore all the possible 
aerodynamic shapes of 
aircraft wings, compare 
them and choose  
the most efficient and 
the safest (6).
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five challenges  
for future 
supercomputers  
 
the increasing power of supercomputers means that their  
internal architecture must be completely overhauled.  
more energy efficiency, new processors, enhanced cooling,  
faster interconnections, higher resistance to failures…  
all avenues are being explored to achieve exaflops by 2020.  

1/ Manage energy 
consumption

Managing energy consumption 
is the main issue that needs to be 
addressed. The voracious appe-
tite of these machines in terms 
of energy has become a major 
obstacle in the development of 
more powerful supercomput-
ers. Today’s supercomputers 
consume over 10 Megawatts 
for the most power-hungry i.e. 
the power required to supply 
around 30.000 households (ex-
cluding heating) with electricity! 
Costing approximately 1 million 
Euros per year for each Mega-
watt consumed, the electricity 
bill represents up to 30% of a 
computing centre’s operating 
costs. In the future, infrastruc-
tures that house Exascale su-
percomputers will be unable to 
pay more, particularly since they 
will be subject to certain envi-
ronmental standards: Machines 
will therefore have to consume 
the same amount of energy, i.e. 
10 Megawatts. The energy ef-
ficiency of the most powerful 
computers – with a computing 
power of 10 petaflops – is cur-
rently around one gigaflops per 
watt (10 petaflops in relation to 
10 Megawatts). In 2020, the per-
formance per watt of Exascale 
machines must move towards 
100 gigaflops per watt.

I
n the past twenty years, 
the calculation power of 
supercomputers has in-
creased considerably. As 

such, when machines that ap-
peared in the 1990’s are com-
pared with today’s machines, 
performance is a million times 
better! In 2008, when the first 
supercomputer reached the 
symbolic Petaflops barrier, i.e. 
one million billion operations a 
second, players in the field set a 
target, by extrapolating this con-
stant upward trend, to move to-
wards exaflops, i.e. 1 billion bil-
lion operations a second,  which 

is one thousand times more, by 
2020. But to reach this ambi-
tious target, tomorrow's super-
computers cannot be a simple 
evolution of current machines; 
they must incorporate new revo-
lutionary approaches. 

Every aspect of their archi-
tecture – energy consumption, 
microprocessors, cooling, in-
terconnection network between 
components and the tolerance 
to failures – must be fully re-
viewed, from A to Z. The fol-
lowing is an overview of the five 
technological challenges to be 
overcome.

B
u

ll

by  
Jean-
PIerre 
PanzIera,  
Technical director for 
High Performance 
Computation at Bull. 
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Is it possible to multiply the 
performance of today’s super-
computers by 100 and improve 
their energy efficiency by the 
same factor? To address this issue, 
researchers are exploring many 
avenues, starting with the devel-
opment of more energy efficient 
microprocessors and memories.

2/  Develop new 
microprocessors 

To perform billions of opera-
tions a second, supercomputers 
require more and more proces-
sors that contain countless tran-
sistors. Each transistor uses elec-
tricity to open or close for each 
operating cycle and therefore 
require a phenomenal amount 
of energy. As such, processors 
represent the largest share (70%) 
of a supercomputer’s energy 
consumption. Therefore, one of 
the challenges to move towards 
Exaflops is to develop new, more 
energy efficient processors. 
until the mid-2000’s, indus-
trial companies manufacturing 
these components successfully 
increased the working speed of 
transistors while limiting on-chip 
voltage. But today, as the speed 
can no longer be increased, prog-
ress in miniaturisation has been 
used for parallelism. Each micro-
processor now contains several 
cores – up to eight – which are 

processing units capable of run-
ning individually or in parallel. 
The performance of today’s su-
percomputers is based on several 
hundreds of thousands of cores 
running simultaneously. For 
Exascale machines, this will be 
several million cores. This pro-
liferation of cores improves the 
energy efficiency by lowering the 
on-chip voltage.

unfortunately, this is not 
enough: The development of 
these general processors (or CPu 
for Central Processing unit), 
whose performances double 
each year, will take too long to 
quickly reach the 100 gigaflops 
per watt that is sought after. 
Therefore, new processors opti-
mised for computations need to 
be developed.

Two opposing major trends 
exist. Some favour the use of 
graphic processors (GPu*), 
which are normally used for re-
alistic rendering in video games. 
The power of these processors 
is based on the use of several 
hundred computation cores 
organised in a simplified archi-
tecture, the SIMD architecture 
(for Single Instruction Multiple 
Data), where all units execute a 
same task in parallel but on dif-
ferent data.

Others are instead focus-
ing on the parallelism of a high 
number of general cores – one 

hundred per processor – whose 
performances are boosted by 
adding vector units which oper-
ate on 512-bit registers * instead 
of the usual 64-bit registers.  The 
number of calculations per cycle 
can therefore be increased by a 
factor of eight.  This new archi-
tecture proposed by Intel gave 
birth to the Intel ® Xeon Phi TM 

co-processors.
The GPus or Xeon Phi’s play 

the role of a computation accel-
erator in some applications and 
help improve energy efficiency. 

In both cases, it may be pos-
sible to achieve an extremely 
promising performance of 4 gi-
gaflops per watt. But there is a 
down side: These two types of 
processors remain difficult to 
use since frequent exchanges 
with the CPu are required to 

In
T

E
l

Genci’s Curie 
Supercomputer (French 
High Performance 
Computing Agency)
boasts a power of 2 
petaflops.
Designed by Bull, it is 
installed at the TGCC 
(Large Scale Computing 
Centre) at Bruyères-le-
Châtel (Essonne).

“Aubrey Isle” is the 
prototype of Intel’s 
MIC (Many Integrated 
Cores) processor.
This chip groups many 
tens of independent 
cores operating in 

parallel.

GPU 
Graphics Processing 
Unit. A graphics 
processor is an 
integrated circuit in 
a graphics card with 
functions to handle 
display calculations. 

ReGisteRs
Registers are memory 
blocks directly 
integrated in the 
processor. 
Small in size, they 
contain the data to be 
used immediately.

39

 t
o

w
a

r
d

s
 e

X
a

f
Lo

P
s

supercomputers - La recherche - November 2012 - N° 469



40

Le
 f

u
t

u
r

 N° 469 - November 2012 - La recherche - supercomputers

access data in the memory. To 
become engines for exaflops, 
they must become independent 
processors, which will require an 
in-depth review of computation 
software. 

3/ Improve  
cooling

Most of the electrical energy 
consumed by a supercomputer 
is transformed into heat – the 
Joule effect – and as such require 
cooling systems, also high energy 
consumers, to be installed for the 
machine to run correctly. These 
cooling systems can increase the 
electricity bill by 50 to 75%. De-
signers are therefore increasing 
the number of innovations to de-
sign more efficient systems. until 
recently, air conditioning systems 
at certain centres consumed the 
same amount of energy as the 
computer uses itself to run.

To improve on this, the doors 
of cabinets containing processor 
clusters are now fitted with cold 
water circuits, but 40% more 
electricity is still required in ad-
dition to the resources dedicated 
to the computer itself. To take 
this a step further, water flows 
through plates that are directly 

in contact with components 
on the printed circuit boards 
without even having to cool the 
water. This so called “passive” 
cooling technique, is virtually 
“free”, the pumps only consume 
the energy required to circu-
late the water.  This is the case 
for the new servers from Bull, 
named bullx DlC (Direct liq-
uid Cooling). What’s more, since 
direct liquid cooling is capable 
of absorbing more calories than 
air cooling, components can be 
brought closer together without 
the risk of them overheating, and 
as such the communication time 
between them is reduced thus 
improving the supercomputers 
performance.  

4/ Accelerate data 
transport

The backbone of a supercom-
puter is its communication net-
work that interconnects thou-
sands of nodes. A node is the 
fundamental building block for 
a supercomputer, which consists 
of a group of several micropro-
cessors. For Exascale machines, 
ten times the number of nodes 
must be linked together. To be 
efficient at this level, commu-
nications will be executed inde-
pendently and will not involve 
microprocessors cores that will 
be exclusively dedicated to com-
putations. As such, attempts are 
being made to develop a new, 
interconnection networks archi-

tecture closely integrated with 
the computation nodes. 

Moreover, the connections 
between components should be 
faster. Currently, moving data 
between processors reaches 
speeds of around 15 gigabits 
per second. In 2020, it should 
reach speeds of up to 50 giga-
bits per second. To reach these 
objectives, traditional copper 
cables must be abandoned and 
replaced by optical links.

5/ Avoid failures  
at all costs

On today’s supercomputers, it 
is observed that on average, one 
of its components (processors, 
memory, network link, power 
supply, etc.) fails once a day 
without interrupting operations, 
due to the high level of system 
redundancy. Yet, the frequency 
of failures is increasing with the 
number of components in a sys-
tem. It is estimated that Exascale 
machines, which will contain 
several million computation 
cores, will be subject to one fail-
ure per hour! To overcome this 
risk, software will have to back-
up the data required to resume 
and continue computations at 
regular intervals. The architec-
ture of future supercomputers 
will incorporate a hierarchical 
backup system to quickly restart 
the application on the rest of the 
system using replacement com-
ponents, if necessary. z

DLC (Direct Liquid 
Cooling) server from 
Bull is cooled by water 
circulating in the plates 
directly in contact with 
printed circuit board 

components.

Housed in the  
cabinets, the Curie 
supercomputer nodes, 
fundamental building 
blocks of the machine, 
composed of several 
microprocessors,   
are  interconnected to 
each other by a high 
speed communication 
network. In the future, 
data transfer must  
be further accelerated. 
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“Innovation is the key 
to our reaching 
exaflop performance”
 
Alan Gara directs Intel’s research into future exascale computers. 
this american scientist was the designer of the Ibm blue Gene 
supercomputers, which are now among the most powerful 
machines in the world. he gives us a glimpse of the challenges that 
have to be overcome to make exaflop performance a reality and 
reveals what the supercomputers of tomorrow might look like. 

The next target for the key 
supercomputer players, of 
which Intel is one, is to develop 
exascale machines by 2020; 
these are a hundred times 
more powerful than even the 
best current computers. How 
will it be done?
Alan Gara: The biggest chal-
lenge ahead will be to develop 
supercomputers that are simul-
taneously energy-efficient, fault-
tolerant and simple to use. To de-
sign a machine that fulfils one of 
these characteristics is relatively 
simple. To pull off all three at the 

same time is much more difficult. 
To achieve this, the architecture 
of the machine will need to be 
particularly innovative. Innova-
tion is what best characterises 
super-computing. For thirty years, 
we have managed to create ma-
chines whose performance dou-
bles every year while the silicon 
technology on which electronic 
components are based doubles 
its performance only every two 
years. How come? By constantly 
inventing new ways of organising 
the components – we call this the 
architectures – and incorporat-

ing new technologies. More than 
ever, we must continue this drive. 
But we also need to work hand 
in hand with users who develop 
software for these machines so as 
to radically increase the ability of 
these software tools to use mul-
tiple computing cores within the 
processors simultaneously - it is 
estimated that exascale machines 
contain about a million cores 
compared with 100,000 today.

This collaboration will help 
define the ideal architecture for 
the machines of tomorrow. At the 
same time, the designers of digital 
simulations, using the first proto-
types of these hardware platforms, 
will develop new algorithms that 
will further enhance the perfor-
mance of exascale machines that 
will further enhance the perfor-
mance of exascale machines once 
they become available.

What will the supercomputers 
of the future look like? 
A. G.: It is difficult to say what the 
first exaflop machines will look 
like , but what is certain in any 
event, is that they will be more 
compact than today. We will need 
to make a single electronic com-
ponent that carries out all the 
functions that are currently car-
ried out by multiple components. 
This will certainly be the case for 
memories and communication 
links. This is an important step if 
the cost of exascale super-com-
puters, which necessarily contain 
more components than today, 
is not to go through the roof. Be-
cause, in the race to exascale, as 
in any other major project, the 
best solutions will be those that 
are most economically viable. 
Once they have been made more 
compact machines can make use 
of communication technologies 
using proven and cheaper copper-
based solutions reserving very ex-
pensive optical connections for 
moving data over long distances 
inside the computer. Processors 
will also be different. But they will 
at the same time enable current 
software to continue to work cor-
rectly. All this is going to guide our 
machine architecture choices. 
But only so far: risks will have to 
be taken in exploring new techno-
logical innovations that could lead 
to even more efficient designs. 

Do you think exascale 
machines will simply be an 
evolutionary development of 
today’s computers? Or will we 

Alan Gara has been 
head of research on 
exascale computers at 
Intel since 2012.  
He is also the designer 
of the IBM Blue Gene 
supercomputers. 
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novate. At the same time, I expect 
that the first exascale machine 
will be somewhat hybrid, incor-
porating features both from cur-
rent computers and with some 
that are totally new.

Energy management appears 
to be the main area in which 
work has to be done to achieve 
exaflops. Why?
A. G.: So far, the power consump-
tion of supercomputers has 
doubled approximately every 
five years. now, everyone agrees 
on one point: we can double the 
power consumption one more 
time before reaching a limit that 
cannot be exceeded. In future we 
will need to be far more attentive 
to energy efficiency in these ma-
chines if we want their comput-
ing power to continue to double 
every year. Assuming that power 
consumption remains constant, 
this means that we will have dou-
ble energy efficiency every year. 
It is as if in the automotive indus-
try we had to build cars using a 
thousand times less fuel every ten 

years. It’s impossible! But that is 
exactly what we are trying to do 
with supercomputers. 

Several research laboratories 
linked to Intel are based in 
Europe, including one in 
France. Why is it so important 
for you to be here? 
A. G.: europe is very active in the 
field of high performance com-
puting, and it is very important 
for us to be part of this process. 
We know that software will be 
crucial to winning the exaflop 
battle. laboratories in partner-
ship with Intel are working on the 
development of the new software 
that will be crucial to this victory. 
In this area, France, in particular, 
will play a very important role in 
signposting the main research di-
rections to take, thanks to the joint 
efforts of our exascale Computing 
Research laboratory, renowned 
academic and industrial research 
centres and also some of the most 
powerful computing installations 
in europe. z

Interview by Pierre Mira

have to reinvent everything 
from A to Z to develop them?
A. G.: I think we will have to cre-
ate a new paradigm if we want to 
see such machines by the end of 
the decade. Until now, the per-
formance of supercomputers 
has doubled every year on aver-
age. But it is an average because 
when you look closer, you realise 
that in reality there have been 
radical changes about every ten 
years that have yielded enormous 
increases in computing power. In 
my opinion, history will repeat it-
self. Why? Today, to increase the 
power of supercomputers, the 
trend is to increase the number 
of computing cores in the pro-
cessor. But that will not suffice 
to meet the energy consumption 
constraints. So we will have to in-

The Intel Xeon Phi 
coprocessor
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CCRT
300 Tfl op/s of secured 

parallel computing power, 
made available to large 

industrial companies, sharing 
competencies, costs and 
risks through sustainable 

partnerships with CEA.
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CEA 
Very Large 
Computing Center

Industry
Presence on site of the HPC 
industry - large corporations 

and SMEs - and provision 
of modeling and simulation 

services for all size 
of businesses, using 

very powerful computing 
infrastructure.

Labs
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together industrial labs covering 
the whole HPC chain from 

components and systems to 
software and applications.
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