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Fostering European competitiveness has always been part  
of PRACE´s mission. Our pan-European HPC research 
infrastructure, now composed of 25 countries, is firmly 
engaged in helping industries make the best use of High 
Performance Computing. 

Since 2012, PRACE allows industrial users to access  
its six petaflop supercomputers on the same criteria as  
academic users. Two times a year through our regular calls 
for proposal, the best scientific projects, industrial and  
academic, can freely benefit from the world-class computing 
resources of PRACE. The only requirement is to publish 
results at the end of the allocation period. 

In a year, more than 10 companies, large companies as 
well as SMEs, benefited from this Open R&D access. This is 
more than INCITE, the US HPC programme, has done in 7 
years.

PRACE is not only providing access to resources, it also 
provides high-value services to industries. The different 
implementation projects work on scaling up Open Source 
codes of interest for industries, from HPC-experienced 
domains to emerging applications. Specific training courses 
targeting industrial users are being set up, and yearly 
industrial seminars are organized by PRACE. The overall 
industrial offer of PRACE has just been awarded the  
‘Competitive industry’ prize at the 10th e-infrastructure 
meeting.

This is hardly the end of the story. In 2012, the  
European Commission communication to the European  
Parliament in February has advocated the need to strengthen 
our links with industries. High Performance Computing is 
now widely recognized as an essential tool to catalyze 
European competitiveness and innovation. It is on the agenda 
of the European Council of Competitiveness meeting in May 
2013. To be prepared for this challenging step, the PRACE 
Council has unanimously approved its strategy for the next 
year. It is stated that working closely with scientific and 
industrial communities is essential.

As a sample of foreseen actions, PRACE is currently 
working on a tailored promoting programme which will help 
SMEs from all around Europe co-design and demonstrate an 
industrial projects on PRACE facilities. 

In reading the success stories of collaborations between 
PRACE and industries in this booklet, you will have an insight 
of how the PRACE expertise is helping companies to gain a 
competitive edge through HPC. And I hope that in the years 
to come, this will only be the tip of the iceberg of PRACE 
successful relationship with industry.

Catherine Rivière
Chair of the PRACE Council

PraCe Computing 
resources available  
to the Industry

EDITORIAL
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PraCe wants to lead the catalysing technological transfer between academia and industry  
through Open Innovation projects, write Stephane requena and Giovanni erbacci.

Long-Term Partnering  
with Industry

Since the beginning PRACE has committed to deploy leading 
edge HPC facilities and services for European industry and 
boosting Open Innovation. During the Preparatory Phase 
project, PRACE launched the successful series of PRACE 
Industrial Seminars to enhance contacts with the industries 
to better identify their needs and expectations in High 
Performance Computing. Since 2009 such yearly industrial 
seminars attracted a cumulated audience of more than 400 
executives from 120 companies across Europe. These 
seminars are a unique networking opportunity for the 
attendees to learn about the PRACE industrial offer and to 
share their experience of using HPC facilities for addressing 
industrial challenges.

Industrial offer
In the PRACE First Implementation Phase project a specific 
activity was dedicated to the relationship between PRACE 
and the industrial end users. This led to the adoption by the 
PRACE of the Open R&D business model, which is applied to 

PRACE calls for proposals since January 2012. More than 10 
companies (from large companies to Small and Medium 
Enterprises) already benefited from the Open R&D access. 

Open source codes for industry 
In the PRACE Second Implementation Phase project (PRACE 
-2IP) the attention toward industrial users continued with 
an action more focused on industrial applications support 
and technological transfer between academia and industry. 
The action had the objective to work on petascaling open 
source codes of interest for the industrial communities and 
enabling emerging industry relevant open source codes for 
HPC systems. In this activity industrial users of PRACE could 
be enrolled into co-design activities of Open Source software 
with users from academia as well as PRACE HPC experts. 
They can provide pertinent industrial test cases and 
geometries that can be used to steer the development/
optimisation of Open-Source applications, and they can use 
such optimised applications and provide feedback to the 
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code enabling of open-source applications, to porting and 
optimisation of applications for new hardware architectures, 
with heterogeneous architectures including newest 
processor types. 

PRACE´s industrial Open R&D offer is regarded as a 
remarkable catalysing effort for European industrial 
competitiveness already. The FP7 Success Story Competition 
at the 10th e-Infrastructure Concertation Meeting organized 
by EU on 6–7 March 2013 in Brussels, selected PRACE ś 
proposal paper “How e -research infrastructures can catalyse 
European industrial Competitiveness” as the winner in the 
Competitive industry category. 

The lessons learned, results gained and presented in this 
magazine strengthen and foster our motivation to work on 
engaging even more industrial users on the PRACE research 
infrastructure to boost European competitiveness. 

We are working in the field of the FP7 funded PRACE-3IP 
implementation project on a tailored programme called 
SHAPE (SME HPC Adoption Programme in Europe) which 
aims to help SMEs to co-design and demonstrate a concrete 
industrial project on PRACE facilities.

We aim that SMEs could assess the potential and the ROI 
(Return on Investment) of using HPC for being more 
competitive and creating new value. After the programme 
companies would know the potential of HPC, the investments 
to perform, the skills to hire, the software or methodologies 
to develop. They could either continue to use PRACE services 
for Open R&D services or to take advantage of commercial 
activities by buying their own HPC facilities or access remote 
HPC services on commercial Cloud platforms.

 
Stephane Requena 
(GENCI) member of the Board of Directors of PRACE

Giovanni Erbacci 
(CINECA) leader of the “Services for Industrial Users & SMEs” 
activity in PRACE-3IP project

The 4 th Executive Industrial seminar took place in Bologna, Italy 
in April 2012.

developers. Such a virtuous development circle is already 
applied with Open Source applications in CFD 
(Computational Fluids Dynamics) like OpenFoam and 
Code_Saturne, structural mechanics applications like 
ELMER, risk and uncertainties analysis with URANIE and 
SPEED or with Delft3D, a modelling suite to investigate 
hydrodynamics, sediment transport and morphology and 
water quality for fluvial, estuarine and coastal 
environments.

High-level services
In the PRACE third implementation phase project (PRACE-
3IP) the aspects related to industrial users are dealt in the 
“Services for industrial users and SMEs” activity. The objective 
is to design and pilot the Integrated Access Programme an 
effective and integrated set of high-level services aimed to 
the specific needs of industrial users and SMEs in particular. 
Here the focus on SMEs is important as they represent the 
most robust and dynamic part of the European Industry but 
often have lack of expertise to know and apply new 
technologies for innovation.

Training available 
As companies are very often lacking HPC skills, PRACE is  
also delivering training services through 6 different PATC 
(PRACE Advanced Training Centres) localised at the 
Barcelona Supercomputing Center (Spain), CINECA – 
Consorzio Interuniversitario (Italy), CSC – IT Center for 
Science Ltd (Finland), EPCC at the University of Edinburgh 
(UK), Gauss Centre for Supercomputing (Germany) and 
Maison de la Simulation (France). These trainings sessions, 
open to industry, are covering themes such as programming 
languages and models, code optimisation, pre/post 
processing, visualisation of large volumes of data, use of 
open source tools for industry as well as best practises for 
using its large-scale HPC systems.

Industrial advisory committee gathers feedback 
Furthermore, in order to strengthen its relations with 
industrial users, PRACE has also established an Industrial 
Advisory Committee which aims to gather feedback from 
executives from European companies and to help PRACE to 
tailor its industrial offer.

As we have seen above, PRACE is proposing to European 
companies an industrial coordinated offer, based on an 
unique set of complementary high-level services and 
competences, spanning from information and networking, 
training, access to leading HPC resources and expertise, to 

“PRACE´s industrial Open R&D 
offer is regarded as a remarkable 
catalysing effort for European 
industrial competitiveness.”
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An efficient insurance market is a key component to climate change adaptation,  
and extreme weather catastrophe models are essential tools for insurance companies to price  

and manage their catastrophe risk exposures. By investigating extreme rainfall, researchers seek  
to generate a new methodology and database that can help insurance companies to estimate 

potential risks associated with pluvial floods.

Helping Industry to manage  
the risk of Pluvial floods
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Rain-related floods often occur after short, intense 
downpours that cannot be evacuated quickly enough by the 
drainage system or infiltrated to the ground. Pluvial floods 
commonly take place with little warning in areas not prone 
to flooding, representing a significant risk to many regions 
around the globe, even urban areas with dense populations. 

To insurance companies pluvial floods can cause a major 
cost burden because of the so-far inefficient ways to 
calculate their risk exposure to heavy rainfall incidents. 
Moreover, led by the anticipated impacts of climate change, 
pluvial flooding is expected to be an even bigger threat to 
society, alongside the insurance industry, in the future.

Simulating real weather events
Since the beginning of 2012, project leader Bruno Guillaume, 
together with a group of researchers at Aria Technologies in 
France, has worked to build a new meteorological model and 
a related database that simulates these extreme rainfall 
events. 

“Our development of a so-called event generator is aimed 
mainly at insurance and reinsurance businesses; fields that 
can utilise the new tool for evaluating the risk of pluvial 
floods in a particular region of their interest.

The OASIS-rain project is also an important component 
of the broader, more global Climate-KIC OASIS one of three 
Knowledge and Innovation Communities (KICs) created in 
2010 by the European Institute of Innovation and Technology 
(EIT)”, Guillaume says.

“This project proposes to develop a unique open source 
catastrophe model that deals with hypothesis on the 
frequency and severity attributes for a set of extreme 

weather events, not alone heavy rainfall, relating a particular 
peril by location”, he explains.

Guillaume says that insurers and reinsurers can utilize 
the “hazard database” to build their own scenarios of 
catastrophes for the following year. With such future 
scenarios, insurers can base their price estimations on their 
insurance policies and estimated damages on properties or 
goods associated to these catastrophe scenarios.

Netherlands in focus
The studied region in the PRACE awarded Open R&D project 
is the Netherlands, and the risks simulated are the extreme 
rainfall events causing pluvial flooding in the country.

“The events added to the database represent the class of 
events believed by the model to represent the local incidence 
of catastrophes over time.” They are gathered in a database, 
each event being provided its detailed intensity spatial map, 
or “event footprint”, at some defined level of spatial 
granularity – usually a grid over the surface of the earth.

Guillaume says that traditionally, insurance risk experts 
use statistical models relying on the observations done on 
previous events. However, data has often been sparse, and 
most of the time due to the large footprints – local to regional 
– of such events, the data does not cover the entire footprint 
of damage.

“Guillaume says that insurers and reinsurers 
can utilize the “hazard database” to build 
their own scenarios of catastrophes for the 
following years.”

General scheme of a catastrophe model (Hurricane Andrew).
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However, now Guillaume´s research team is utilising a 
more accurate atmospheric meteorological model based on 
the Weather Research and Forecast (WRF) community 
model. This model is able to mimic with some accuracy the 
real behavior of evaporation, cloud and rain formation, 
together with air transport of water vapour as a fluid in 
interaction with solar radiation.

“Such atmospheric meteorological models have gained in 
resolution in the last ten years, down to about 3 km x 3 km 
grid cells over the entire country of Netherlands, and this has 
enabled them to be able to mimic also with some accuracy 
extreme events like heavy rainfalls”, Guillaume says. 

PRACE resources create efficiencies
How did PRACE resources enable this project to be completed?

The model in the project OASIS-rain has so far been 
tested outside HPC PRACE resources, because until now the 
research group has performed only small simulations. As the 
study progresses, the role of PRACE resources is very 

important as it will allow us to increase the resolution of our 
models and the time-to-solution of our simulations.

“The PRACE facilities and particularly the Curie Tier-0 
HPC super-computer will be used during this year to run the 
model on about 2 000 to 8 000 processors simultaneously, 
enabling to simulate the 56 representations of the 20 years 
in the duration of 3 to 6 months, for a total of approximately 
6 Mhrs calculation. Imagine what would be the time on a 
smaller machine of 100 processors!”

Guillaume adds that the next step will be that the 
produced database will become part of the OASIS loss 
modeling framework IT platform, and distributed 
commercially among other hazard databases in the OASIS 
e-marketplace.
 
Nina Garlo-Melkas

mOre INfOrmaTION
• http://www.oasislmf.org

Three nested domains of simulations to go to 
final spatial resolution of 3 km x 3 km over entire 
Netherlands.

Comparison of rainfall amounts (mm/day), observed versus simulated, for the episode of 26/08/2010. Left: radar data at a spatial 
resolution of 2.5 km x 2.5 km In the Netherlands (data masked over sea). Right: simulation with the WRF model at a 3 km x 3 km 
resolution.

“As the study progresses,  
the role of PRACE resources  
is very important as it will allow 
us to increase the resolution 
of our models and the time-to-
solution of our simulations.”
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Delft3D is an open source software package for 
simulating complex water management systems.  
It was developed by Deltares, an independent  
Dutch institute for applied research in the field  
of water, subsurface and infrastructure.

Pursuit of 
Better flow

Delft3D is an open source software package for simulating 
complex water management systems. It was developed by 
Deltares, an independent Dutch institute for applied research 
in the field of water, subsurface and infrastructure. The 
expertise of Deltares revolves around managing water 
related issues in vulnerable areas like deltas, coastal regions, 
lakes and river basins. The institute works closely with 
governments, local water authorities, harbours, industry, 
research institutes, and universities all over the world.

“Decades ago a lot of knowledge of the underlying 
processes was only based on field measurements and 
physical models built in scale, methods we still use at times. 
But building scaled models is time-consuming and costly, 
and not all physical parameters scale in the same manner. As 
computers and computer codes for simulation of the 
processes have become very advanced, we have concentrated 
more and more on working with them. Much of the 
knowledge we gathered through research and advisory 
projects is now incorporated into the Delft3D software 
package”, explains Dr. Menno Genseberger from Deltares.

Two years ago, Deltares made a decision to make the 
software open source to enable researchers and code 
developers to use state of the art open source products for 
further product developments, to integrate Delft3D into their 
own advancements, and to collaborate easily with fellow 
researchers. That is also when Deltares was able to start 
working with a Dutch ICT research center SURFsara.

“The main goal of our cooperation was to improve the 
quality, speed, and scalability of the software, enabling us to 
do simulations with more detail in the same computational 
time”, Genseberger says.

Better hardware makes a difference
The simulations created with Delft3D vary tremendously, 
apart from one common denominator: water.

“Delft3D can be used to plan a whole region around a 
river suffering from flood related problems. You can simulate 
water circulation and sedimentation, incorporating 
movements such as waves and wind, or to calculate how 
rivers and coastal areas will evolve over a few years. Or you 
can analyze the effects on water quality”, lists consultant, Dr. 
John Donners from SURFsara.

“When Delft3D was publically released, it became more 
easily accessible. PRACE had a specific task on supporting 
industrial use of their infrastructure, so I wanted to connect 
Deltares with them. With the help of PRACE, Deltares gained 
access to even more modern European hardware”, Donners 
says.

After preparing the hydrodynamic component Delft3D-
FLOW for the PRACE computers – and solving several porting 
issues in the process – Donners ran three different test cases 
created by Deltares on several PRACE platforms. The first 
one was an idealized case using a long square basin, 
analyzing only flow dynamics. The second examined a river 
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Distribution of salt and fresh water as computed with Delft3D-FLOW for Dutch river delta and estuary, projected on GoogleEarth.

delta with estuary, and the third involved more physical 
processes such as morphology.

“The performance of the software depends a lot on the 
input. You can calculate lots of different cases, use different 
data sets, and get faster and slower results. With these test 
cases we have been able to show that the software runs and 
scales well when given the proper capacity of the PRACE 
machines. We were able to do longer simulations and run 
more tests than on Deltares’ own hardware”, Donners says.

As a result of the clearly improved performance, 
Deltares is now using SURFsara machines for their product 
runs, and may in the future use the PRACE infrastructure for 
open research projects.

On cores
Improving the performance of software does not mean just 
running it on a better computer.

Computer processors have multiple cores that can 
perform parallel calculations. In other words, the more 
cores, the faster the computer can potentially be. While a 
regular laptop has maybe two or four cores, a modern 
supercomputer has 100,000. The difficulty is in 
programming the calculations so that the cores are used 
efficiently, specifying which core can do which calculation. 
According to Donners, if done well, the software can run 
thousands of times faster.

“The great performance of Delft3D-FLOW on sufficient 
hardware has been an eye-opener for Deltares. In the 
beginning of the project, they thought that it could not run 
on more than ten cores. My goal was to run it on a hundred 
of cores, and in the end we managed to scale one of the test 
cases to a thousand”, he says.

“So far we have been limited by computing time, which 
allows us to look a couple of days ahead. If we want to look 
two weeks ahead, we will need to significantly increase the 
time horizon”, Genseberger explains.

Distribution of salt and fresh water as computed with Delft3D-
FLOW around Singapore.
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Thanks to the major core addition, the simulations can 
now also cover a longer time span. For example, when 
predicting water levels, water quality such as salinity, and 
flooding near Singapore. 

There is also an imminent need for speed. For instance, 
plans for redesigning water bodies in the Netherlands 
involve dozens of decision makers and engineers who will be 
basing their work more and more on simulations. In the near 
future they will be working from different locations using 
the application online. Therefore, the program has to be fast 
enough to be interactive – and waiting for the outcome of a 
simulation for more than a day is not.

“In the Netherlands we have to be sure that the dykes are 
high enough and can stand storm. The safety assessments of 
dykes can include thousands of scenarios, and still it should be 
done fast. The models are very complicated and would take 
several weeks of computer time. With a supercomputer, it only 
takes some days, Genseberger says.

Users in mind
According to Donners, the most challenging aspect of the 
project has been the fact the Delft3D is such a large software 
package with hundreds of users all over the world.

– We are not just dealing with one professor or one 
group where it would be easier to change things. You cannot 
just change the program so it would perform better on a 

particular PRACE machine. Any changes have to either be 
invisible to the users or provide a major advantage”, Donners 
explains.

The main resource used in the project was the Curie in 
Paris, simply because it best resembles the hardware that 
Deltares uses. 

Deltares has already set up plans to continue working 
with SURFsara on other components of Delft3D, such as the 
Delft3D-WAQ for water quality and ecological processes.

As technology develops, the future of hydrodynamic 
simulations points towards faster, more detailed and 
interactive simulations. But, as Genseberger points out, 
when dealing with nature, large geographical areas and 
countless different factors near and far, a certain level on 
uncertainty will prevail.

Heini Santos

mOre INfOrmaTION:
• www.deltares.nl/en
• oss.deltares.nl/web/delft3d
• https://www.surfsara.nl/posters-2013

Suspended sediment concentration (mg/l)  
as computed with Delft3D-FLOW/WAVE/WAQ 
for Lake Marken in the Netherlands.

“In the Netherlands we 
have to be sure that the 
dykes are high enough 
and can stand storm. 
The safety assessments 
of dykes can include 
thousands of scenarios, 
and still it should be 
done fast.”
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“OpenFOAM is becoming  
one of the most widely used 
computational fluid dynamics 
open-source codes. Major auto- 
motive companies are looking at  
it for their production workflow.”
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The OpenFOAM (Open Field Operation and Manipulation) 
CFD Toolbox is a free, software package produced by 
OpenCFD Ltd. It was first introduced in the 1990s and has a 
large user base across most engineering disciplines and 
sciences in business and academia.

“OpenFOAM is becoming one of the most widely used 
computational fluid dynamics open-source codes. As of late, 
different industries have also shown strong interest in the 
code. Major automotive companies are looking at it for their 
production workflow. The PRACE project was an ideal 
framework to improve the software performance and to 
enable it to be used on supercomputers, in order to tackle 
large-scale problems”, says Federico Piscaglia, Assistant 
Professor (Tenured) of Internal Combustion Engines at 
Politecnico di Milano.

“OpenFOAM has an extensive range of features to solve 
anything from complex fluid flows involving chemical 
reactions, turbulence and heat transfer, to solid dynamics 
and electromagnetics. It includes tools for meshing and for 
pre- and post-processing. All the applications are designed to 
run in parallel by default, which enables users to take full 
advantage of the computer hardware at their disposal”, 
Piscaglia explains.

Thanks to its open-source implementation and object-
oriented design, the code represents an ideal platform for 
easy and collaborative development between different 
research groups. Since the code is released under the GNU 
general public license, proprietary software issues do not 
have to be considered. The algorithmic details are available 
to all, which facilitates the research and collaboration.

Open-source CfD library LibICe
The Internal Combustion Engine Group Politecnico di Milano 
has developed LibICE, an open-source CFD library for 

multi-dimensional fluid mechanics simulation based on the 
OpenFOAM technology. LibICE can be applied to a wide range 
of research areas and industrial targets to assist designers 
during the design phase of new engines.

“LibICE is an open-source C++ library and was initially 
designed to enable OpenFOAM to perform internal 
combustion engine simulations. LibICE was later extended to 
include models, solvers and applications to simulate more 
general physical problems such as multiphase flows, 
turbulence, external aerodynamics, sprays and liquid wall 
films, combined with novel moving mesh algorithms”, 
Piscaglia explains.

Shorter optimization, development  
and prototyping times
“The PRACE project allowed us to validate and co-design 
advanced models and test an advanced approach to better 
describe the phenomena related to the evolution of in-
cylinder turbulence in internal combustion engines. This will 
help designers of internal combustion engines to shorten 
optimization, development and prototyping times, thereby 
reducing the overall cost of the product. If supercomputers 
were used, very detailed physical models might run in a 
reasonable amount of time and industries might consider 
including them in their standard simulation workflow”, 
Piscaglia says.

Such studies can only be conducted via simulation, since 
it is impossible to place probes in a real engine to measure 
turbulence inside the cylinder.

“The main topic of our research was turbulence 
modelling of internal combustion engines by Large Eddy 
Simulation (LES). LES has been widely studied, but has only 
recently been applied to internal combustion engines, due to 
related modelling issues and the capacity of the 

faster and Open engine 
Simulations for automotive 
Industry
The open-source code OpenFOAM, for computational fluid dynamics (CFD) simulation, has been 
applied to study the evolution of turbulence in the compression and expansion phases of internal 
combustion engines. Turbulence affects the combustion process in the engine and, hence, its 
performance and emission levels. Detailed simulation of internal combustion engines shortens the 
time required for optimization, development and prototyping. The automotive industry is closely 
following the results of the research.
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computational resources available. The recent development 
of supercomputers has allowed us to perform calculations 
that were not affordable a few years ago.”

Large domains soon simulated  
with supercomputers
Researchers at CINECA are now working on optimizing the 
OpenFOAM code to enable it to work on last-generation 
supercomputers.

“This aspect is crucial both for industry and academia, 
since it would allow us to perform very detailed simulations 
in a reasonable timeframe. This would also allow us to 
exploit detailed physical models and apply them to large-
scale phenomena. Thanks to the PRACE project, we can now 
extend LES to problems of industrial interest and test 
whether the physical models we used are still valid for this 
range of applications”, Piscaglia says.

Most of the simulations ran on FERMI, the BlueGene/Q 
system at CINECA. Additional work and testing was 
conducted on HERMIT, the Cray system at HLRS and on 
Tier-1/smaller systems in the Czech Republic and Turkey.

“FERMI, with its more than 160.000 computational cores, 
connected by an extremely performant 5D torus network, was 
an ideal test bed to gain understanding of how the software 
could be improved and enhanced. Systems such as FERMI or 
HERMIT will soon enable different industries to perform 
internal combustion engine simulation at unprecedented 
resolutions. The resultant optimization will produce higher 
performance engines with significantly reduced emission 
levels”, Piscaglia concludes.

Päivi Brink

A cold flow LES simulation of an engine-like geometry: details 
of the evolution of the turbulent flow in the cylinder during the 
expansion phase [4,5].

• f. Piscaglia, a. montorfano, a. Onorati, “Development of 
a non-reflecting boundary condition for multidimensional 
nonlinear duct acoustic computation”. Journal of Sound 
and Vibration, Volume 332, Issue 4, 18 february 2013, 
Pages 922-935, ISSN 0022-460X, 10.1016/j.jsv.2012.09.030.
(http://www.sciencedirect.com/science/article/pii/
S0022460X12007547)

• f. Piscaglia, a. montorfano, a. Onorati and f. Brusiani. 
“Boundary conditions and SGS models for LeS of wall-
bounded separated flows: an application to engine-like 
geometries”. Oil & Gas Science and Technology – rev. 
IfP energies nouvelles. In print.

• f. Piscaglia, a. montorfano, a. Onorati: “Development of 
fully-automatic Parallel algorithms for mesh Handling in 
the OpenfOam-2.2.x technology”. International 
multidimensional engine modeling User’s Group 
Meeting, Detroit (USA), 2013. In print.

• f. Piscaglia, a. montorfano, a. Onorati : ”Towards the 
LeS simulation of IC engines with parallel topologically 
changing meshes”. Sae paper n. 2013-01-1096, Sae 2013 
World Congress & exhibition, april 16, 2013, Detroit, 
michigan, United States.

“OpenFOAM has an extensive range of 
features to solve anything from complex fluid 
flows involving chemical reactions, turbulence 
and heat transfer, to solid dynamics and 
electromagnetics.”

OpenfOam

The PRACE project “Application enabling OpenFOAM: 
CFD simulation of turbulent flows for automotive 
engines” took place in 2011 and was mostly conducted 
by CINECA and Politecnico di Milano in Italy. Additional 
analysis was done at the High Performance Computing 
Centre (HLRS) in Stuttgart, Germany, at the VŠB-
Technická Univerzita Ostrava-IT4 Innovations 
Department in the Czech Republic and at the Istanbul 
Technical University-BHM Department in Turkey. Case 
studies were provided by an a Italian manufacturer. 
The core members of the research group were 
Assistant Professor, Federico Piscaglia, Post-doctoral 
Researcher, Andrea Montorfano, from the Politecnico 
di Milano, as well as System Analyst, Paride Dagna, 
and HPC Specialist, Alice Invernizzi, from CINECA.

www.OpenFOAM.com

www.engines.polimi.it
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Building  
faster and Safer  
Complex Structures 
Engineering fracture mechanics is a relatively new field of mechanics 
concerned with the propagation of cracks in materials. By investigating, 
among others, the growth of deformations in solid materials, esearchers 
together with PRACE experts are working to find new ways to build safe 
and durable modern architectures and mechanical structures that meet 
the requirements of for example the wind turbine industry.
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For the past four months, a group of researchers from the 
Barcelona Supercomputing Center (BSC) have worked in 
collaboration with the Barcelona-based engineering 
consultancy firm Biscarri Consultoria SL (BCS) to examine the 
fracture mechanics of large and complex architectural and 
industrial structures. With their work they hope to meet the 
needs of the solid mechanics industries. One example is the 
wind turbine industry, which requires the simulation of 
complex structures and large deformations as well as the use 
of high computational resources in the design process of the 
turbines.

The Alya-Solidz project utilises the high performance 
computational mechanics simulation software Alya. This 
code was initially designed for the purpose of performing 
Computational Fluid Dynamics simulations i.e. to predict 
physical fluid flows and heat transfer using computational 
methods. It can also be used to solve other physics 
including electromagnetics, quantum mechanics, and solid 
mechanics, and it has proven to run efficiently on 
distributed memory supercomputers, using up to 22 000 
CPU hours.

“The objective of the project is twofold. On one hand, we 
aim to adapt the code to modern architectures that combine 
distributed memory nodes and shared memory cores on 
these nodes: that is to implement the hybrid paradigm in 
Solidz by including OpenMP directives in the code. On the 
other hand, we want to implement a numerical technique to 
simulate crack growth and to adapt it to the newly 
introduced hybrid paradigm”, says researcher Guillaume 
Houzeaux from BSC.

Through its work, the BSC-CNS group hopes to solve the 
crack growth process in solid materials much more 
accurately than before. Helped by the formulation of a 
simulation model, which predicts the strength and durability 
of the structures before they are actually built, industry 

players can save both time and money spent on the design 
and construction processes. This following the fact that 
optimal structures and new construction solutions can be 
designed and tested in “laboratory conditions” – not through 
trial and possible errors.

fatigue analysis – an innovative approach
According to Houzeaux, the Alya-Solidz module has been so 
far used to build a live-scale simulation of the human heart. 
This so-called Alya-red computational model provides a 
unique imaging tool for the simulation and analysis of, for 
instance, aneurysms in large arteries of the heart by 
representing the complex interaction mechanisms between 
electrical activation and heart deformation. The Alya-Solidz 
model has also been utilised in the simulation of the ITER 
Tokamak (nuclear fusion reactor) under seismic conditions.

In the future, one potential new application for the 
module could be related to the study of fatigue of complex 
and large constructions.

“Predicting the fatigue life of a given structural design 
reveals whether the structure is weak or oversized. Fatigue 
analysis is a very useful tool for the optimization of a 
structure during its design process: the simulated 
infrastructure is a virtual laboratory which enables the 
testing of new solutions in order to find the optimal one. We 
are thinking of applying the tool for offshore wind turbine 
design”, says Lluis Biscarri from Biscarri Consultoria SL.

According to researcher Eva Casoni from BSC, the 
existing Alya software code helps in the treatment of very 
large and complex structures. It also gives the possibility to 
run coupled problems in the field of physics, such as fluid-
structure interaction. Fluid-structure interaction (FSI) is the 
interaction of some movable or deformable structure with an 
internal or surrounding fluid flow. So far the phenomena has 
been a relatively under-examined field of study compared to, 

Electro-mechanical model of the heart using medical images and mathematical models for the electric and mechanical coupling.
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for instance, computational fluid dynamics, but it is a crucial 
consideration in the design of many engineering systems, for 
instance aircraft and bridges.

“Fluid-structure predictions are very useful in the case 
of singular structures where there is no possibility of doing 
physical testing. A good example would be big offshore wind 
turbines where waves and wind interact with the complete 
wind turbine”, notes Casoni.

According to Casoni, fatigue analysis from the 
perspective of fracture mechanics is an innovative approach 
that is possible to address only considering the computing 
power of high performance computing (HPC) and the high 
scalability of software codes such as Alya.

Multiple benefits from the study
The outcome of the research work provides many benefits to 
various industries in which the model is applied to, for 
instance, by shortening the development cycle and reducing 
costs of construction projects. Using multi-physics 
simulation tools in the optimisation of structures during the 
design phase can also result in the production of lighter and 
cheaper structures without losing safety, an important issue 
for civil engineering components.

“Utilising simulation models helps in the construction of 
complex structures without trial and error. It is a question of 
doing things right the first time! When a structure undergoes 

fatigue life assessment, each component is put to test under 
different external conditions. Statistical data, empirical 
results, and safety factors are then used to assess the 
resistance of each individual component in the life cycle of 
the structure”, Lluis Biscarri says.

High performance computing is crucial to the team’s 
research work because it enables the simulation of large 
structures under real conditions. This in turn helps avoid 
uncertainties and provide more accurate results for the 
fatigue assessment.

“We aim at solving a huge structure, with around half 
billion elements, but only for a demonstration purpose. So we 
will require a large number of CPU hours, but for a relatively 
short time”, notes Houzeaux.

PRACE resources are key to the research team’s work.
“The developments are being tested on MareNostrum III 

at BSC, which offers the targeted two levels of parallelisms, 
MPI, and OpenMP. Eventually, the scalability of the 
algorithms will be obtained on this system and on another 
system from PRACE that will be specified later”, Houzeaux 
says.

Nina Garlo-Melkas

mOre INfOrmaTION:
• www.biscarri.cat/ 

“Through its work, the BSC-CNS 
group hopes to solve the crack 
growth process in solid materials 
much more accurately than before.”
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“If a safe and novel use of a 
marketed drug can be identified,  
the 10 to 15 years development 
process can be reduced  
to 3 to 5 years.”
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Identifying New application  
for Known Drugs
Drug companies are required to conduct time-consuming and complex tests on new substances 
before launching them on the market. If they can, however, identify new uses for substances already 
passed for pharmaceutical use, the process is expedited. an Italian research group has used 
supercomputing in order to search for interactions between proteins and drugs. Their ultimate aim 
was to create a database that contains a comprehensive range of possible protein targets for every 
drug available.

A pilot project called “Strategies for drug repositioning 
through molecular docking in the entire druggable PDB 
database” was one of the first PRACE projects conducted via 
co-operation between industry and academic researchers. 
Dompé, a leading Italian biopharmaceutical company, 
collaborated with the Pharmaceutics Department of the 
University of Parma and the SuperComputing Applications 
and Innovation Department, CINECA, on the project.

According to Carlo Cavazzoni from CINECA, this was a 
perfect win-win scenario: the universities had broader 
methodological interests while the computer scientists were 
able to conduct novel experiments with supercomputers.

“The pharmaceutical industry, on the other hand, 
wanted to understand how supercomputers could be used to 
create new drugs. I was responsible for writing the 
application code and generally take care of user support and 
system administration at CINECA”. For Dompé this kind of 
cooperation based on Open Innovation is very important.

“Small companies like Dompé do not have the in-house 
HPC competences required, so it’s impossible to address 
these problems without collaboration. An outstanding HPC 
infrastructure is fundamental and high level academic 
competences are necessary to produce reliable results”, 
Andrea Beccari the Drug Discovery Platform Manager from 
Dompé, says. 

Speeding up the drug discovery process
Pharmaceutical research has a time scale of 20 years, since 
drug companies have to test the drug first in a laboratory, 
then on animals and lastly on humans. There are, however, 
chemical compounds already tested on humans that can be 
combined with new matching proteins.

“A supercomputer has a huge impact on speeding up the 
drug discovery process, because it can relatively quickly 
scan a large database, test chemical compounds and match 
drugs with their targets”, Cavazzoni says.

The aim of the project was to systematically investigate 
protein-drug interactions, through massive docking studies 
with a compound library that contains all marketed drugs 
against the entire druggable protein databank. The 
researchers used a library of 1300 proteins to perform the 

experiments; the optimal amount considering the 
supercomputer time available.

The identification of off-target activity for existing drugs 
has two main applications of pharmaceutical interest.

“The first one concerns drug safety: off-target activities 
are generally related to side effects associated with the 
alteration of other biological processes, which are not related 
to the pathology. The second is related to novel uses that a 
drug, designed for a specific disease, can have. If a safe and 
novel use of a marketed drug can be identified, the 10 to 15 
years development process can be reduced to 3 to 5 years. 
Patients benefit by receiving drugs that were previously 
unavailable and the company’s risks and costs are 
significantly decreased”, Beccari explains.

This simulation allows the identification of the most 
promising combinations of drugs and targets, which can then 
be experimentally tested.

“During the setup of the simulation protocol a drug 
registered in 1981 for the treatment of hypertension was 
found to be active for a target strongly related to prostate 
cancer. This activity had never been reported before.”

Solving real medical problems
The project implemented an algorithm that does not only try 
to understand the chemistry in the drug-target combination, 
but also the quality of the drug itself.

“We found that there are chemical compounds that have 
more binding possibilities with different drugs than 
expected. We have never had the ability before to analyze so 
many compounds simultaneously. The Curie 
supercomputer’s Intel processors ensured the smooth 
porting of the application. We were able to migrate and 
parallelize the application easily“, Cavazzoni says.

Then main achievement of the study was testing and 
validating LiGen and implementing the method in a 
supercomputer environment. The results will soon be published 
in the Journal of Chemical Information and Modelling.

“At Dompé, we want to use a validated tool designed for 
an HPC application for a real world problem that can’t be 
treated without massive computer simulations”, Beccari 
concludes.
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 Identification of protein binding sites. A) LiGenPass maps the protein surface filling cavities with probes (violet); probes are clustered in 
ASP, representing the centre of mass of the cavity. B) According to the tri-dimensional coordinates of ASP, the cavity surface is mapped 
in order to identify hydrophobic regions (yellow), H-bind donor (blue) and H-bond acceptor (red) regions (key sites). C) The key sites 
previously identified are clustered into a pharmacophore model (the hydrophobic features are represented in orange, the H-bond donor 
features in blue, the H-bond acceptor features in red). D) The pharmacophore model of the binding site is presented. Protein PDB code: 
1dfh. The figures were prepared with Pymol25.

Exemplification of the ligand conformation generation inside the binding pocket. A) The starting conformation for a given ligand is 
represented in violet and its optimized conformation in bright orange. To produce the flexible pose, once two pharmacophore features are 
matched, the dihedral angles are allowed to rotate to match the other pharmacophore features. B) The optimized pose is superimposed 
on the crystallographic ligand conformation (green). The figures were prepared with Pymol25.
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LiGen Code – not public, but easily available
LiGen, the code used in the project, is a trademark of an 
application created by Dompé in cooperation with CINECA.  
It is not publicly available, but Dompé can sell it or provide  
an academic research license to use it.

“LiGen is easily parallelizable and thus well suited to 
running on modern computer clusters. Many calculations 
can be carried out simultaneously. The researchers have 
access to the data, results and the database. In this PRACE 
project it is in the interest of industry to validate the new 
method used. If it is validated, companies will order more 
research from research centres. The data they gain from this 
further research does not need to be made public. At the 
same time other PRACE projects will continue to validate the 
method with public data”, Cavazzoni says.

 A lot of computational research is being done in the 
pharmaceutical industry and it is very appealing due to its 
cost efficiency.

“When the algorithm is used on a supercomputer, only a 
fraction of the time is needed compared to smaller 
computers. For this kind of computation, it would in principle 
be possible to assemble resources in a cloud or a grid, but 
there are a few related drawbacks. If you use a 

supercomputer instead, you have a single piece of hardware 
and one system and, therefore, you use energy, space and 
time efficiently. In a single system your data is more secure. 
This is particularly important for the highly competitive 
pharmaceutical industry.”

Professor Gabriele Constantino, from the University of 
Parma, headed the group. The other group members included 
a PhD student from the same department, Claudia Beato, the 
Drug Discovery Platform Manager at Dompé, Andrea Beccari, 
and Carlo Cavazzoni from CINECA. The PRACE pilot project 
was allocated 200 000 hours calculation time on the thin 
node partition of the Curie supercomputer in France.

Päivi Brink

fUrTHer reaDING:
• http://www.cecam.org/workshop-4-561.html?presentation_

id=7530
• www.dompe.com

Example of ligand growing process. A) and B) placement of the fragments inside the binding site in order to match the features of 
the pharmacophore; C) different fragments shown together in the binding site, matching different pharmacophore features; D) The 
final generated ligand is minimized inside the binding site in order to catch the most favourable interactions (the generated ligand is 
represented in orange, the co-crystallize ligand pose in blue). The PDBcode of the example complex: 1kv1. The figures were prepared 
with Pymol25.

©
 D

om
pe



22

elmer is an open source multi-physical simulation software mainly developed by  
CSC – IT Center for Science. elmer development started 1995 in collaboration with finnish 

universities, research institutes and industry. after its open source publication in 2005, 
the use and development of elmer has become largely international. 

a Popular Open Source 
multiphysical Simulation 

Software 
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“Elmer is perhaps the most popular multi-physical 
simulation software published under open source”, says  
Dr. Peter Råback, the product manager of Elmer at CSC.

Elmer includes, for example, physical models of fluid 
dynamics, structural mechanics, electromagnetics, heat 
transfer and acoustics. These are described by partial 
differential equations which Elmer solves by the Finite 
Element Method (FEM). Elmer consists of several 
components: ElmerGUI which is the graphical user interface, 
ElmerPost which is the post-processing tool, ElmerGrid the 
mesh manipulation and partitioning tool, and, most 
importantly, ElmerSolver the Finite Element solver. 

“ElmerSolver carries out the computationally most 
expensive tasks such as Finite Element assembly and 
solution of linear systems, and it has therefore been the focus 
of the co-development work within the PRACE project.”, 
Råback adds.

Code Improvements within PraCe Project
Elmer has a wide user community but most users still use it 
as a serial code. Within the PRACE project, many bottlenecks 
preventing the efficient utilization of Elmer in massively 
parallel architectures have been removed. According to 
Peter Råback this enables the solution of much larger 
problems and opens new possibilities for the users.

“Being a multi-physics code Elmer includes many 
different kinds of equations that also require a versatile 
selection of numerical methods. Within PRACE, massively 
parallel linear algebra has been improved by the 
implementation of the Finite Element Tearing and 
Interconnecting (FETI) method. This allows the solution of 
large problems in elasticity with almost perfect with the 
problem size.” 

Also, the block preconditioning method for the Navier-
Stokes equation has been implemented within PRACE. This 
enables the robust and scalable solution of low Reynolds 
number flow equations. This new method is currently 
applied to the 3D ice flow of the whole Antarctic ice sheet, 
with increased horizontal resolution of the fast flowing 
outlet systems. 

“Without such state-of-the-art numerical methods, such 
simulations would not be possible.” argued Råback.

The use of elmer code in industry: 
even more flexible than before
In industry, Elmer has been used in many different fields. 
Among the initial applications of Elmer project was the 
simulation of Czochralski growth process of silicon. This 
already included a plethora of physical models that were 
implemented into the code. Thereafter, Elmer development 
was targeted to the simulation of micro-electromechanical 
systems (MEMS), microfluids and acoustics. 

In the early years of Elmer development, the limitations 
of other similar commercial software were the main 
incentive for using Elmer. Currently, commercial software 
products cover the different application fields much more 

extensively and consequently parallel efficiency has become 
increasingly important. 

The factor underpinning the versatility of Elmer is a  
high level of abstraction and dynamic linking on run-time. 
ElmerSolver provides the generic Finite Element library 
functionalities that may be called by dynamically linked 
modules describing the particular physical phenomena. Due 
to the modular structure new equations may be added to 
Elmer without touching the main library. All-in-all there are 

#procs #dofs (M) CPU time(s)
8 0.8 47.80
27 2.6 50.01
64 6.3 51.53
125 12.2 51.98
216 21.2 52.37
343 33.7 53.84
512 50.3 53.90
729 71.7 54.26

1000 98.3 54.54
1331 130.8 55.32
1728 169.8 55.87
2197 216.0 56.43
2744 269.7 56.38
3375 331.8 57.24

Simulation of linear elasticity with FETI on sisu.csc.fi (Cray XC30). 
The results show almost perfect weak scaling which is seen in 
that the time for solution is almost independent on the problem 
size when the number of degrees of freedom (dofs) per partition 
remains constant.
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2D simulation of an electrical machine.
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currently about fifty different physical or auxiliary modules 
in Elmer. 

“Last year the library functionalities of Elmer were 
published under LGPL, which makes the use of Elmer code in 
industry even more flexible than before, as it allows 
industry-specific solvers to be written without licensing 
constraints. In many companies the viral libraries cannot be 
considered as part of the in-house development work”, 
Råback emphasises. 

Use of elmer at aBB
Recently ABB Motors and Generators at Helsinki started 
testing Elmer for their simulation of electrical machines. 
ABB is a leader in power and automation technologies that 
enable utility and industry customers to improve 
performance while lowering environmental impact.

 “The throughput times of the existing solutions were 
not satisfactory and it is hoped that Elmer, with the help of 
massively parallel computation, will be a remedy for the 
problem” says R&D Manager Jan Westerlund from ABB.  
The first 2D results have been verified and they show good 
scalability. In the next phase the simulations will be carried 
out in 3D utilizing the AV-formulation for the solution of 
Maxwell’s equations.

The simulations at ABB utilize mortar finite elements to 
ensure the continuity of solution in rotating machines. Also 
this feature is currently being developed within PRACE to 
allow large parallel simulation with sliding boundary 
conditions. Currently the remaining bottleneck is the mortar 

projector that should be parallelized to take the simulations 
to the next level.

Development of feTI
Within the first implementation phase project of  PRACE, a 
Finite Element Tearing and Interconnecting (FETI) domain 
decomposition method was implemented into Elmer. This 
was done through close collaboration between the PRACE 
partners VSB in the Czech Republic and CSC. Initially the 
simulations performed on GENCI’s CURIE-system showed 
almost optimal scalability up to about 1000 cores but 
thereafter the scalability deteriorated significantly. 

The reason for the remaining bottle-neck was the coarse 
problem consisting of the rigid body motions. Initially, this 
coarse problem was solved by a direct solver on one core 
only, which resulted in performance issues when the number 
of partitions approached the number of elements in one 
partition. Recently, within the current implementation 
phase the coarse problem was distributed to a small number 
of cores and solved in parallel with MUMPS, thereby further 
improving the scalability. Consequently, almost ideal weak 
scaling has been demonstrated up to 6000 cores, and the 
scaling is expected to continue even beyond that point. 

Ari Turunen

mOre INfOrmaTION: 
• www.csc.fi/elmer
• www.abb.com

“Last year the library 
functionalities of Elmer 
were published. This 
makes the use of Elmer 
code in industry even 
more flexible than before, 
as it allows industry-
specific solvers to be 
written without licensing 
constraints.”

Surface velocity distirbution of present 
day Greenland ice sheet, computed 

with Elmer/Ice using inversion method 
for basal sliding coefficients based on 

observed surface velocities.

© Gillet-Chaulet, F., O. Gagliardini, H. Seddik, M. 
Nodet, G. Durand, C. Ritz, T. Zwinger, R. Greve 

and D.G. Vaughan, 2012. Greenland ice sheet 
contribution to sea-level rise
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Simulating the behavior of fluids flows, such as air around a wind  
turbine or inside a domestic refrigerator, under some particular 
conditions is one of the duties of the Spanish company Termo fluids 
S.L. These simulations are performed by numerically solving physical 
equations that describe the behavior of these flows. 

Optimising Simulation Software:  

fluid Dynamics and 
Heat Transfer

The numerical algorithms used require dividing the physical 
domain in several control volumes where the different 
physical variables under study (velocity, temperature, 
pressure) are evaluated. The number of control volumes 
required to solve the problem grows with the complexity of 
the flow and the accuracy required, making high performance 
computing necessary for most of industrial problems.

Termo Fluids S.L provides design optimization and 
engineering analysis services for industries from different 
areas such as renewable power generation, thermal 
equipments, refrigeration or automotive. Among their 
customers, companies can be found such as Alstom Wind, 
performing thermo-fluidic analysis of power generator 
nacelles, or Abengoa Solar Energies, performing simulations 
for the development of efficient Vapor Solar Receptors in 
Concentrated Solar Power Plants, such as the one located in 
Sevilla, in the south of Spain.

Optimising simulation software for many 
industrial processes
This Spanish company benefited from PRACE Tier-0 
computational resources in the project “Broadening the 
scalability of TermoFluids code”. Its main objective was to 
optimise their simulation software, which is the main 
instrument for their scientific consulting services. 

In particular, this project had two independent tasks: 
the first one was to optimize the parallelisation strategy for 
the resolution of multi-fluid flows. 

“This type of heterogeneous flows is present in many 
industrial processes. Examples are fluid-fuel interaction in 
enhanced oil extraction, injection in combustion engines, 
mixture of polymers or emulsions in food products.” says 
Ricard Borell, Senior Researcher at Termo Fluids S.L.

In the case of interaction between immiscible fluids, the 
solution process is based on an interface tracking algorithm 
for which standard domain decomposition approaches 
generally result in unbalanced parallel executions. 
Therefore, in the context of this project the company has 
developed dynamic load balancing strategies in order to 
overcome this limitation. The new heuristics considered 
have provided accurate low cost approximations to this hard 
NP-complete balancing problem. These new strategies were 
tested on the CURIE-system.

“Examples are fluid-fuel interaction in 
enhanced oil extraction, injection in 
combustion engines, mixture of polymers 
or emulsions in food products.”

Solar power station in Seville, Spain. Gemasolar is the first 
commercial-scale plant in the world to apply central tower receiver 
and molten salt heat storage technology. Rated electrical power  
is 19.9 MW. Solar field has 2,650 heliostats on 185 hectares.  
It can continuously produce electricity for 15 hours without sun.
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Simulation of air bubbles inside a cylindric water pipe.
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Weak speedup test for the PCG algorithm performed in the Curie 
Hybrid nodes. The hybrid approach (engaging 2 GPU per node) 
is compared with the CPU only code (engaging all cores of each 
node).

Strong speedup tests for the multi-fluid flow simulation code 
performed in the Curie Fat nodes. Comparison of the new 
approach vs the standard domain decomposition.

The second objective was the acceleration, via GPU 
co-processors, of the parallel linear solvers required to solve 
the linear systems derived from the discretization of the 
governing equations. Solvers of linear systems are the core of 
the numerical simulation codes and dominate the computing 
costs. In particular, the attention was focused on the 
acceleration of the preconditioned conjugate gradient 
method (PCG), which is one of the most prominent iterative 
solvers for the solution of symmetric and positive definite 
systems. Multiple CPU-cores and GPUs were simultaneously 
engaged by means of an MPI+CUDA model. New data transfer 
was developed in order to minimize the communication 
expenses, by executing the data transfer and the MPI 
communications simultaneously with computations on the 
GPU. The assessment of the different algorithms considered 
in the TGCC Curie hybrid nodes were performed, and the 
resulting MPI+CUDA based implementation significantly 
outperformed the initial MPI-only code.

Increasing the reliability of codes
According to Ricard Borell one of the main achievements is 
being able to steadily increase the reliability of the 
simulation codes to describe flows accurately. 

“Through numerical studies, several details in the flows 
were predicted, which are then confirmed by experimental 
observations. This growing confidence allows being a 
reliable alternative or a great complement to the 
experiments with prototypes”, says Borell. In this sense, it is 
crucial to invest in efforts to obtain all possible potential 
from high performance computing, because an important 
part of improving reliability is based on increasing the 
companies’ computing capabilities. In terms of the benefits 
for their customers, he thinks that “extending the computing 
capabilities of our simulation codes directly benefits our 
scientific consulting services since we can increase the 
accuracy of our simulations and give faster solutions to our 
customers.”

Marcin Ostasz, Renata Gimenez-Binder

mOre INfOrmaTION:
• http://www.termofluids.com/

• Project title: Broadening scalability of the Thermofluids 
code PI: ricard Borrell/ Termo fluids S.L. research and 
development awarded resources: 400Kh Call: PraCe 
Preparatory access eight cut-off date march 2012–Pa-
2010Pa0913

• Name of machine: CUrIe, GeNCI@Cea 
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The french company HydrOcean uses innovative numerical simulation tools capable of accurately 
simulating the most simple to the most complex hydrodynamic phenomena. This reduces design time, 
and risks, decreases research costs, and improves performance of products for the shipbuilding, 
offshore and energy industries.

Innovative Large Scale 
Hydrodynamic Simulations

Digital modelling has fast become a critical tool in industrial 
applications. This is especially true in fluid mechanics. 
Advanced digital simulation of fluid flow solutions help improve 
aerodynamics, or hydrodynamics, in the shipbuilding, offshore 
and energy industries. In each, numerical simulation is an 
essential complement to model tests. 

“In shipbuilding, resistance simulation and calculations, 
with or without appendages, at model or full scale, help 
optimise hydrodynamic performance by achieving minimal 
resistance and optimal power. Simulation also aids in 
computing propulsive power, and design propeller-hull-
appendage interactions, as well as to calculate wake and 
thrust deduction”, says Erwan Jacquin, CEO of the 
HydrOcean.

Added resistance calculations can predict how ships 
react in waves. Sea keeping computations in regular and 
irregular wave patterns, and mono or multi directional 
waves help offer valuable simulation of slamming and green 
water impacts. Calculating manoeuvrability coefficients in 
pure drift, pure gyrating, or combined drift and gyrating 
cases improves designs and efficiency. Numerical simulation 
also plays an important role in the offshore industry, 
allowing many similar parameters to be evaluated in a very 
short period of time, as well as allowing scale effect testing 

and simulating complex situations that are not easily 
reproduced in standard models. 

Wave energy: a Viable Option
Marine energy is a compelling viable option for renewable 
energy. Numerical simulation tools are being used to 
evaluate and optimise systems to harness the energy of 
waves and currents, and offer reliable, fast and economical 
alternative to wave tank tests or testing at sea. 

Most fluid mechanics research and development has 
focused on numerical methods for solving the Navier-Stokes 
equations that describe the dynamics of flows. The “finite 
volume” method has established itself as the gold standard. 
This method enables the reliable and accurate simulation of 
meshes. A mesh is a space divided into a large number of 
basic geometric cells. This is the method used in the majority 
of the simulation tools available today. However, according to 
Jacquin it has several limitations. “Mesh does not allow us to 
perform simulations of bodies with complex shapes or that 
are deformable or where there are complex mixtures of fluids. 
These problems may occur mainly under greater stress 
conditions, such as storms. Moreover, these simulations are 
very time-consuming computationally when the meshes 
exceed several tens or hundreds of millions of cells.”
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Software for Particle Hydrodynamics
Researchers have been working on developing new 
numerical methods that can overcome these drawbacks.  
A promising new method, called Smoothed Particle 
Hydrodynamics (SPH), makes use of particles moving in the 
flow to solve fluid mechanics equations. As the particles are 
free to move in the fluid, moving objects with complex and 
deformable geometry and fluid mixtures can be simulated. 

For over ten years, the Central School of Nantes and 
HydrOcean, have worked together to develop an SPH-flow 
software package. It is now one of the most advanced SPH 
models available in terms of functionality. However, to 
achieve the same degree of accuracy, SPH often comes at a 
greater computational cost than conventional methods. But 
the parallelisation of the code on supercomputers opened the 
doors to overcoming that challenge.

Improving Safety
With the help of 5.000.000 core-hours on PRACE’s Hermit 
supercomputer, HydrOcean was able to assess the efforts 
suffered by marine structures on three scales. First a 
small-scale took into account the effects of air and the 
coupling between structure and fluid. Second, the medium 
scale considered the effects of slamming; and third, a large 
scale assessment of the effects of green water was 
performed.

The results enabled simulations that are helping to 
improve personnel and equipment safety, as well as 
ecological impacts. 

Predicting the risks of Water to automobiles
In another project, HydrOcean was able to demonstrate that 
it is possible to simulate external hydrodynamic flows to 
accurately predict the risks caused by water to automobiles 
by simulating hydroplaning, river crossing, visibility, and 
sealing.

Standard wind tunnel tests used in the automotive 
industry are complex to implement and expensive. Numerical 
simulation has helped, but does not adequately address 
external hydrodynamic issues, such as rain and water. These 
issues could only be studied in scale tests and therefore 
addressed only in the final stages of the vehicle design 
process. But it is very costly and complex to alter designs at 
this stage. In addition, these tests require specialized test 
facilities, such as climatic wind tunnels, wet tracks or fords. 

With the help of 8.2 million core hours on CURIE-system 
in France, HydrOcean was able to apply numerical simulation 
to scale testing on external hydrodynamics that take into 
account the air/water interface that is extremely complex 
and fragmented, as well as issues of moving bodies, such as 
tyres on the pavement or ground, windshield wipers and 
doors. SPH overcomes these two issues and proves that a 
numerical model can address the problems of external 
hydrodynamics on automobiles by simulating conditions of 
hydroplaning, river crossing, as well as visibility and sealing 
issues.

According to Jacquin, HydrOcean’s SPH-flow package has 
used parallel computing to carry out simulations that extend 
beyond the scope of general simulation tools, both in terms 

“The results enabled simulations 
that are helping to improve 
personnel and equipment safety, 
as well as ecological impacts.”

Tyre aquaplaning.
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of the complexity of the physical phenomena involved and 
accuracy. “Our goals are to reduce computation times by a 
factor of 10, or even 20, and open new prospects for 
industrial applications in the fields of aeronautics, transport, 
industrial processes.”

While SPH is a relatively young and promising numerical 
method, with more and more research and industrial teams 
involved in its development, it offers much promise. 
Development continues to focus on viscosity and turbulence 
for high Reynolds numbers, new multi-physics models, 
thermal models involving material casting and forming and 
complex rheologies, such as clays and mixtures. Scalability 
efficiency has been achieved in excess of 95% with 1 billon 
particles on 34,000 cores.

Audrey Gerber

HyDrOCeaN
• 	 http://www.prace-ri.eu/PRACE-5thRegular-Call
•  Simulation of ship survivability under wave impact
•  Project was awarded 5 million core-hours on Hermit 

(GAUSS@HLRS, Germany)
• 	 http://www.prace-ri.eu/PRACE-6thRegular-Call
•  external hydrodynamic for automobile
•  Project was awarded 8.2 million core hours on  

CUrIe in france.

 

Helicopter ditching.

Impact of lifeboat.
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“Our goals are to reduce 
computation times by a factor 
of 10, or even 20, and open 
new prospects for industrial 
applications in the fields of 
aeronautics, transport, industrial 
processes.”



30

Crash test dummy prep workshop at the Renault Lardy Technical Centre in 2012.
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Renault has conducted car crash simulations for over twenty 
years and optimization for ten years.

 “We are currently in the process of changing our car 
crash model to be used on CURIE-supercomputer. The 
project, as such, is only getting started as we speak”, Marc 
Pariente, the Research Engineer at Renault SAS, explains.

The French PRACE project “FMOC – Fast Multi-physics 
Optimization of a Car” is headed by Pariente, Two companies 
and two universities are involved in the  project: the car 
manufacturer Renault SAS, ESI Group, a leading provider of 
virtual prototyping, the Ecole Centrale de Lyon and the Ecole 
nationale supérieure des mines de Saint-Etienne.

“ESI Group brings their car crash simulation and 
modelling expertise to the project, while the universities, on 
the other hand, add their specialization in optimization and 
mathematical know-how. At Renault, we are experts in car 
design, applied mathematics, crash simulation and 
optimization. We are very interested in seeing what results 
this kind of cooperation can produce”, Pariente says.

more accurate and larger models for safer cars
All engineering at Renault is focused on improving car safety 
and the company has for some time been working on 
improving its numerical simulations. Renault has 
implemented several optimization phases in their standard 
car design process, in which a standard model of three 
million finite elements is used.

“We have done a lot of optimization studies at Renault, 
but this PRACE project will allow us to be much more 
precise. Accessing to a supercomputer like CURIE is a great 
opportunity for benefitting from its processing capacity to 
improve our optimisation algorithms. The car crash model 
used in our PRACE project is ten times larger than the 
models used in this type of research before”, Pariente says.

The PRACE project’s aims are clear and practical.
“Our primary aim is to improve the crash simulations 

and achieve more precise results. Secondly, we want to 
improve our optimization methods and tools. The PRACE 
project allows Renault to use tools that we don’t currently 
have in-house. We also benefit from our project partners’ 
specialized knowledge. Working with PhD students from the 
applied mathematics departments from the two universities 
will improve the algorithms significantly.“

Up to 200 parameters and 512 cores  
in a single simulation
The project was allocated 42 million core hours on the thin 
nodes partition of the CURIE supercomputer. Compared to 
research conducted on car crash simulations elsewhere, the 
project is unique, as it combines optimization and topic 
modelling.

“It is one of the first times that we are conducting an 
optimization study on a car with more than two hundred 
parameters and with such a big model of up to 20 millions 
finite elements. To date our studies have been done with 
fewer than a hundred parameters on up to 3 millions finite 
elements!”

Designing Safer Cars with  
accurate Crash Test Simulations
a project conducted by renault, eSI Group and two french universities, aims to achieve more accurate 
crash test results with better optimization. Supercomputers will allow the team to study twice as many 
parameters compared to previous tests, in a much shorter timeframe than before.

Example of numerical model before 
crash and Example of numerical 
model during crash.
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This level of detail is unheard of in the automotive 
industry and entails a lot of research, for example, on 
optimization algorithms and data management.

“We want to be part of developing what optimization 
will be in five years time. Running such big models require 
access to very big HPC configurations, but the PRACE 
facilities allow us to complete the calculations much faster 
than in the past with 512 cores instead of 48. Today, a single 
optimization phase can take up to a month, but we are 
hoping to reduce the time used to one week with the help of 
supercomputers.”

The possibility to use the CURIE supercomputer through 
PRACE Open R&D calls provides to the researchers a unique 
opportunity to improve optimization methodology and tools.

 “We are asking ourselves whether it would be better to 
run a single simulation on a large number of cores, as 
opposed to running many simulations simultaneously on a 
smaller number of cores. On our PRACE project we will be 
able to study the impact of the number of cores per 
simulation with regards the total time taken by the 
optimization phase. The goal is to complete the optimization 
phase in one week“, Pariente says.

 “Some of the results of the research regarding Renault 
car design, materials and some geometrical aspects of the 
cars will remain confidential, but the optimization results 
will be included in scientific publications. All the results of 
the research conducted at the universities in this project will 
also be made public”, Pariente says.

The crash models will later be expanded, for example, 
with the introduction of a new biomechanical simulation of 
drivers and passengers and car to car models. These 
phenomena could be studied in a future PRACE project.

Päivi Brink

Large car model with big data technology
The researchers are building a large car model  
(more than 20 million finite elements) that includes 
many physical phenomena that have not commonly 
been taken into consideration before:

• Iron sheet cracking
• Welding point cracking
• Failure of screw body
• Wheel rim deformation
• Windshield cracking
• Crash and stamping coupling
The researchers will use big data technology to 

extract more information from the simulations and 
improve the accuracy of the statistical models.

mOre INfOrmaTION: 
• http://www.renault.com/en/innovation
• http://www.prace-ri.eu/PRACE-6thRegular-Call

Road safety is one of the cornerstones of Renault’s corporate culture and draws on fifty years of research and development. Crash test in 
2012 on New Renault Clio.

Each year, the Renault Group invests nearly €100 million in safety 
research and development. Some 600 employees work directly on 
this topic, which involves all sectors of the business. Crash test in 
2012 on New Renault Clio at the Aubevoye Technical Centre.

© Renault (R.R.)

© Renault (Philippe Stroppa/Studio Pons)
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Xcelerit Unleashes the Power  
of many-Core Hardware 
PraCe chose an Irish software company, Xcelerit, specializing in cross-platform acceleration tool as 
the winner of the “most innovative Industrial HPC Solution in europe” prize. The company’s products 
enable engineers and scientists with no knowledge of parallel computing to access the raw power of 
hardware accelerators in their applications. Xcelerit’s products broaden the use of HPC within 
european industry.

The company’s core product – the Xcelerit SDK – has 
achieved success in multiple industries including financial 
services as well as research and science. It has been used to 
boost compute intensive algorithms such as Monte-Carlo 
simulations, Finite-difference schemes, Spectral methods, 
and Lattice-based schemes. 

Programmers in HPC have long relied on Moore’s law to 
consistently deliver major increases in processing power 
that allow new and more complex problems to be tackled. 
Although Moore’s law is still alive and well, these speed 
increases can no longer be efficiently delivered by increasing 
the speed of a single processor, but rather are achieved by 
employing many simpler cores in parallel.

Programming is the Bottleneck
Hicham Lahlou, CEO of Xcelerit, has watched the evolution 
of these new many-core high performance systems for 
several years now. “We saw that great increases in 
performance were possible, but the complex multi-core 
architectures forced programmers to retrain, acquiring new 
skills and requiring major re-work of their software to take 
advantage of these new architectures”. 

Nowhere is this more true than in the case of Graphic 
Processing Units or GPUs. These devices have evolved out of 
chips designed to deliver blazingly fast computer games 
performance, but can equally well be applied to many 
demanding numerical examples. NVIDIA’s new Kepler series 
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for example packages hundreds of cores onto a single chip 
delivering more than a TeraFLOP of raw performance at a 
very affordable price. While this opens up supercomputing 
performance to many, it comes at price in terms of 
programmer effort. GPU vendors have designed new 
languages to program their device and this requires a 
programmer to be aware of parallelism and handle complex 
synchronization and load balancing. “There are many 
companies out there that really need the performance that 
these devices can deliver, but skilled people are at a premium 
and they cannot afford their top talent to be worrying about 
low-level programming details” says Lahlou. “With Xcelerit, 
they can focus on the problem at hand and let us worry about 
managing the many-core issues.”, he says.

Using the Xcelerit SDK, users can retain the vast majority 
of their existing sequential code. Only those parts of the code 
that are key performance hotspots are re-expressed using a 
simple API. The same code can then be compiled and can run 
across multiple conventional CPU cores or make use of the 
installed GPU resources.

a single code-base works for different  
hardware configurations
“We found that for many customers, this was a very 
compelling advantage for our product”, says Lahlou, “Users 
simply did not want the troubles and effort associated with 
simultaneously maintaining one codebase for conventional 
hardware and a separate one for GPU hardware”, he said. 
Xcelerit is committed to ensuring support for the latest 
advances in HPC hardware. “The beauty of our SDK is that 
users need only one codebase and Xcelerit will make sure 
that it runs on all supported HPC platforms today and 
tomorrow”, comments Lahlou. “This is a completely future-
proof solution”

Once the simple code modifications have been 
performed, the Xcelerit SDK looks after scheduling the 
computations to efficiently take advantage of the installed 
and available hardware. The improvements are dramatic, for 
example in many financial computations involving Monte-
Carlo simulation methods, speedups of two orders of 
magnitude were achieved compared to sequential code. 

PRACE awarded Xcelerit for the most innovative industrial HPC Solution in Europe. CEO of Xcelerit, Hicham Lahlou (right) says that the 
company’s platform provides the quickest route to harnessing the power of many-core processors.
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The Xcelerit SDK is complemented by a Cloud-Computing 
offering where users don’t even have to purchase any special 
hardware. Rather Xcelerit will deliver all the software 
necessary to run accelerated code already pre-installed on a 
cloud computing facility with multi-core processors and 
access to virtually unlimited GPU resources. “We find that 
the Cloud Computing route is a really quick way to reap the 
benefits of this low-cost supercomputing”, says Lahlou, 
“Literally, within minutes, users can move their code to a 
fresh environment with all the compute resources installed, 
on-tap and ready for experimentation”. Xcelerit can also 
provide a consulting service to demonstrate to users how to 
quickly adapt their code to the new environment.

Winning the PRACE prize has been important for 
Xcelerit. “It gives us to opportunity to reach beyond our 
traditional customer base in financial services to seek out 
new application areas where our technology can be applied” 
says Lahlou. “We hope that as a result of this prize, we will 
see increased interest from scientific and analytical users”, 
he said.

Tiina Autio

Xcelerit
Xcelerit was established in 2010 as a campus 
spin-out at Trinity College Dublin. At the college 
the team were researching the design of 
innovative wireless communications systems. 

These systems needed to push large amounts 
of data through complex algorithms in the 
quickest possible time. As conventional single-
core chips did not deliver the needed 
performance, the team investigated a variety of 
multi-core and specialized HPC hardware. Lahlou 
noticed that such hardware deliver the 
processing power at the right price, but are 
difficult to program. 

Xcelerit was established with the team 
making existing software run faster – helping to 
leverage the huge compute power of multi-core 
and GPU hardware. The team noticed that it is 
possible to generate highly efficient programs for 
a variety of target processors from a simple 
generic source code. The original team is now 
greatly expanded and the company is actively 
promoting its main products in major markets in 
Europe, USA and Asia-Pacific.

• http://www.xcelerit.com/

“We find that the Cloud Computing route 
is a really quick way to reap the benefits 
of this low-cost supercomputing”, says 
Lahlou.”

Monte-Carlo Methods in Finance using the Xcelerit platform: the figure shows the performance of Xcelerit-enabled code
running on multi-core CPUs and GPUs compared to a sequential implementation. A speedup of up to 175X is achieved using NVIDIA 
Tesla M2050 GPU”.
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Our recent past with earthquakes – Haiti and Chile in 2010, 
New Zealand and Japan in 2011 – has shown that 
earthquakes can wreak havoc in developed and developing 
countries alike, bringing with them large scale devastation 
and inflicting casualties and losses worldwide.

“Even if the eventuality of a major earthquake is rare, a 
community should prepare for catastrophic scenarios as 
realistically as possible. Risk managers as well as the 
insurance market as a whole should estimate risks 
accurately in order to provide proper support after such an 
event”, says Dr. Marco Stupazzini from Munich Re company.

Combining a multitude of features  
within a single model
The new high performance open-source code called SPectral 
Elements in Elastodynamics with Discontinuous Galerkin 
(SPEED) allows researchers, risk managers and other 
stakeholders to tackle various challenging problems of 
seismic wave propagation with increased accuracy. The  
code enables one to carry out elastodynamic numerical 
simulations within heterogeneous visco-elastic – linear or 

not – three-dimensional media on both regional and local 
scale. 

Munich Re is promoting the development of the code in 
cooperation with a research group at Politecnico di Milano. 
The university has wide experience in numerical methods 
and tools for simulating earthquake scenarios via forward 
physical modeling.  

SPEED allows one to simulate large-scale seismic wave 
propagation problems including the coupled effects of a 
seismic fault rupture, the earth propagation path, localized 
geological irregularities such as alluvial basins, and possibly 
large engineering structures such as viaducts.

“Accounting for all these features within a single model 
poses significant challenges in the light of the available 
computational methods and resources. The possibility to run 
simulations on a Tier-0 machine drastically reduces the 
execution time and makes such deterministic simulations 
feasible”, Stupazzini mentions, referring to the use of the 
PRACE resources in the study.

Besides developing SPEED as an open-source code, the 
project aims at producing a set of earthquake scenario 

A new open-source code called SPEED is being developed to promote risk analysis of specific 
geographical regions. examining realistic scenarios of prospective earthquakes could help mitigate 
losses more effectively.

Simulating Large-Scale 
Seismic events 
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simulations for selected locations worldwide. This synthetic 
data set is meant to improve the description of the seismic 
hazard of each chosen region.

With SPEED we aim at studying the general problem of 
elastodynamics that is the propagation of elastic waves in 
arbitrarily complex media. The physical description of an 
earthquake can be envisioned as a particular case of this 
class, Stupazzini says.

Underlying geology controlling  
high ground shaking
In 1985, an earthquake caused widespread devastation in 
specific areas of Mexico City. The earthquake originated 
along the subduction zone, located 350 kilometers away from 
the Mexican capital. This provides a poignant case in point of 
how the underlying geology of a city can affect the 
propagation of seismic waves and, ultimately, the course of 
destruction.

“Mexico City is built on top of an ancient lake. The way 
that the layers of soft and watery materials lay on top of 
more rigid layers creates a natural amplifier multiplying the 
amplitude of seismic waves at certain frequencies. Such 
resonant phenomena can be found all over the world, caused 
by large or small specific geological structures called alluvial 
basins”, Stupazzini explains.

Similarly the seismic hazard in Santiago de Chile, which 
is one of the chosen locations for the 3D scenario simulations, 
is controlled by large magnitude subduction events and local 
crustal events.

“Local crustal events in Santiago de Chile can cause 
strong ground shaking due to the short distances between 
the city and the earthquake source. The 3D analyses point 
out that the alluvial basin may play a crucial role by affecting 
the spatial pattern of maximum amplitude of ground motion 
within the metropolitan area”, Stupazzini says.

In the case of the 2011 Christchurch earthquake in New 
Zealand, the 3D numerical simulation gave insight into the 
correlation between the observed damage pattern and 
earthquake ground motion.

“The city of Christchurch was devastated by at least 
three major events and thousands of aftershocks which 
occurred in proximity of the city. The scientific community is 
doing its best in order to learn from these kinds of events, 
and physics-based numerical modeling is playing an 
important role to facilitate this learning process”, Stupazzini 
states.

Developed numerical methods
In recent decades notable progress has been made toward 
the development of certified high-order numerical methods 
for the simulation of seismic wave propagation problems 
under realistic tectonic and geo-morphological conditions. 
The daunting complexity of the simulations together with 

their real-world counterparts requires algorithms which are 
capable of providing not only accurate but also efficient 
solutions.

“The Discontinuous Galerkin spectral discretization 
used in the study has been proposed to deal with a non-
uniform polynomial degree distribution, i.e., N-adaptivity, as 
well as a locally varying mesh size, i.e., h-adaptivity. By using 
this approach, it is possible to handle naturally non-matching 
grids and variable approximation orders, making it 
particularly suitable for three-dimensional numerical 
simulations with adaptive choice of discretization 
parameters”, Stupazzini tells.

SPEED offers the possibility to tailor the local spatial 
discretization and the local polynomial to the region of 
interest, for example buildings or civil engineering 
structures. This provides an efficient and versatile way to 
handle multi-scale seismic engineering studies – something 
that has been all but unfeasible in past years due to the 
related high computational burden and the intrinsic 
complexities of reproducing such phenomena in a single 
conforming model 

“This makes SPEED a general purpose tool, capable of 
coping with the analysis of the seismic response of a 
strategic infrastructure, such as a viaduct, as well as of a 
geological structure, such as an alluvial basin”, Stupazzini 
mentions.

The Eastern Mediterranean Sea area is highlighted in this 
Envisat’s MERIS image, featuring Turkey, Cyprus and Crete. 
This area is vulnerable to earthquakes and Earth Observation 
satellite images are useful for providing updated views of how the 
landscape has been affected.
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AA collapsed building caused by the 7.1 earthquake  

on September 4, 2010 in Christchurch. 
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reliable predictions with the help of 3D
Several studies have already proven that 3D modeling of 
earthquake ground motion is particularly useful in studying 
cases where the coupling of a seismic source and complex 
site effects plays a dominant role.

“Standard approaches can hardly predict specific 
features of earthquake ground motion, while physics-based 
scenarios, like the 3D ones, will better reflect the expected 
dramatic variability of the spatial distribution of ground 
motion, especially in the near-field of an earthquake. 
However, it must be underlined that 3D modeling is not a 
panacea for earthquake ground motion studies, since it 
requires very detailed data to provide meaningful results”, 
Stupazzini says.

The typical numerical model studied with SPEED usually 

reaches a global number of hundreds of millions of unknown 
variables – a number so large that a huge level of 
parallelization is required. The simulations need to be 
performed at high-performance computing centers. 

In 2012 PRACE selected SPEED as one of six emerging 
applications of high potential impact on industrial research 
and innovation, and the code was optimized for use on 
suitable systems within the PRACE Research Infrastructure. 
The CINECA team also joined the project.

“Access to PRACE Tier-0 systems will give us a unique 
opportunity to prove that deterministic seismic hazard 
analyses, based on thousands of multi-scale scenario 
simulations including soil-structure-interactions effects, are 

nowadays feasible. It will be of paramount importance to 
carry on the investigation for densely populated urban 
centers”, Stupazzini concludes.

Leila Uotila
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Alluvial basin of Canterbury, New Zealand and the central business 
district of Christchurch. A typical multi-scale problem that has been 
addressed in full 3D through a non-conforming approach.

The pioneering study of soil-city interaction effects during the 
Christchurch earthquake, accounting for the Canterbury alluvial
basin as well as the buildings of the central business district.  
It indicates a causal relationship between the interaction of the  
two systems and the devastation caused by the earthquake.  
The study provides a concrete example of what will be feasible  
to study in the future.

On the left: The simulated velocity wave field. 
On the right: Snapshots of simulated displacement of buildings 
zooming in on significant structures or compounds.

“In the case of the 2011 Christchurch 
earthquake in New Zealand, the 3D 
numerical simulation gave insight into the 
correlation between the observed damage 
pattern and earthquake ground motion.”
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